
Introduction to Formal Logic

Johns Hopkins University, Spring 2015

Course Information

Instructor Justin Bledin
Assistant Professor
Philosophy Department
Gilman 206
jbledin@jhu.edu

Office Hours Tu 2:15pm-3:15pm & by appt

Teaching Assistants David Jacobs David Lindeman
Ph.D. Student Ph.D. Student
Philosophy Department Philosophy Department
Gilman 267 Gilman 269
djacobs83@gmail.com dlindem4@jhu.edu

Office Hours Th 2:00pm-3:00pm M 2:00pm-3:00pm

Patrick O’Donnell Adam Reid
Ph.D. Student Ph.D. Student
Philosophy Department Philosophy Department
Gilman 269 Gilman 269
podonn14@jhu.edu adamcurranreid@gmail.com

Office Hours Th 3:00pm-4:00pm W 1:00pm-2:00pm

Class Code AS.150.118
Lecture Time MW 11:00am-11:50am
Lecture Location Levering Arellano
Section Time F 11:00am-11:50am
Section Locations Maryland 114, Shaffer 304, Maryland 109, Shaffer 2

Course Description

This course is an introduction to logic. Our primary goal is to determine when an argument is
logically valid—that is, to determine when the conclusion of an argument follows from its premises
by virtue of their logical form. In pursuit of this goal, we will learn a new formal language, the
language of first-order logic, in stages. At each stage, we will define technical logical concepts in
terms of the truth values of sentences in a language. In addition, we will learn a useful method for
demonstrating validity: natural deduction proofs in a Fitch-style system.

Prerequisites

There are no prerequisites for this course.



Schedule

The following schedule projects the lectures over the course of the semester. It is subject to revision
as the semester progresses.

Introduction: What is Logic? Jan 26

1. Sentential Logic

1.1 Validity and Soundness Jan 28
1.2 Language of Sentential Logic Jan 28, Feb 2 & 4
1.3 Semantics for Sentential Logic Feb 9 & 11
1.4 Normal Forms Feb 16
1.5 Truth-functional Completeness Feb 16
1.6 Fitch-style Proofs Feb 18
1.7 Conjunction Rules Feb 18
1.8 Disjunction Rules Feb 23
1.9 Negation Rules Feb 25
1.10 Conditional Rules Mar 2
1.11 Soundness and Completeness Mar 4
1.12 Proofs Bootcamp I Mar 9

2. Predicate Logic

2.1 Language of Predicate Logic Mar 23 & 25
2.2 Semantics for Predicate Logic Mar 30, Apr 1
2.3 Easy Quantifier Rules Apr 6
2.4 Harder Quantifier Rules Apr 8

3. First-Order Logic

3.1 Language of First-Order Logic Apr 13
3.2 Semantics for First-Order Logic Apr 15
3.3 More Quantifiers Apr 20
3.4 Identity Rules Apr 22
3.5 Proofs Bootcamp II Apr 27

Conclusion: Beyond Classical First-Order Logic Apr 29

Readings

There are an abundance of logic textbooks on the market but I have yet to find one that is entirely
to my liking. So your primary source of information will be my lecture slides. These will be posted
on Blackboard following each lecture.

To supplement my slides, you might wish to consult the following text:

• Jon Barwise and John Etchemendy. Language, Proof and Logic. CSLI Publications, Stanford,
1999.

Barwise and Etchemendy cover much of the course material but they present this material in a



different sequence. I will reference relevant sections of their textbook in my slides. Language, Proof
and Logic also comes with computer software. We will not be using this.

Requirements

There are three requirements for taking this course.

The first requirement is to complete a series of exercise sets (worth 40% of your final grade). These
exercise sets will be assigned roughly every week and you will have a week to complete them.

The second requirement is to take a midterm exam in lieu of lecture on Mar 11 (worth 25% of your
final grade).

The third requirement is to take a final exam on May 12 between 9:00am-12:00pm (worth 35% of
your final grade).

Since we will cover a lot of ground this semester and much of the course material is cumulative,
attendance is strongly encouraged.

Group Work

Feel free to discuss the exercise sets in groups. Logic is best enjoyed with others! However, you
should write up your solutions independently. Also, you should attempt the exercises on your own
before meeting with your group. If you cannot do the exercises, you will not do well on the exams.

Academic Integrity

Please do not cheat. This would be depressing. Cheating hurts the Johns Hopkins community by
undermining academic and personal integrity, creating mistrust, and fostering unfair competition.
Ethical violations include cribbing on exams, plagiarism, reuse of assignments, improper use of the
internet and electronic devices, unauthorized collaboration, and alteration of graded assignments.
Cheaters may receive a grade of F in the course and can face direr consequences in extreme cases.

Report any violations you witness. You may consult the associate dean of student affairs and/or
the chairman of the Ethics Board beforehand. For more information, see the guide Academic Ethics
for Undergraduates and/or the Ethics Board website:

http://e-catalog.jhu.edu/undergrad-students/student-life-policies/#UAEB

Disability Accommodations

If you are a student with a disability or believe that you might have a disability that requires special
accommodations, please contact Student Disability Services to obtain a letter from a specialist:

Garland 385
410.516.4720
studentdisabilityservices@jhu.edu

The terms of this letter will be honored.

Enjoy the course!
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What is Logic?

Logic of desire, love, music, torture, food production, sex, sexism,
baseball, child rearing, graphic design, Obama’s diplomacy/drone
war/presidency, magic, nature, home ownership, circles, Buddha, war,
robbery, cinema, plants, bees...

What is our course about?

Quick answer: Good argumentative flow.

Slightly longer answer: Some arguments are good deductive arguments
that we can appropriately make inside our deliberations while other
arguments are not. We want to account for this difference. Relatedly, we
want to develop techniques for determining when an argument is a good
deductive one.



What is Logic?

When we talk of ‘arguments’ in this course, it is helpful not to think of
two people bickering back and forth. Instead, think of one person trying
to convince another person (or herself) that something holds on the basis
of mutually accepted starting points.

First pass: An argument is a series of claims, one of the which is
supposed to follow from, or be supported, by the others.

Arguments can be found in many contexts: philosophy papers, newspaper
articles, political debates, conversations at the dinner table, and so on.

Arguments can be made in any language.



What is Logic?

You already have intuitions about the goodness/badness of arguments.

Remember Bo-Peep and her missing sheep:

Little Bo-Peep has lost her sheep,
And can’t tell where to find them;
Leave them alone, and they’ll come home,
And bring their tails behind them.

Let us consider some arguments based on this rhyme. In each case, ask
yourself: Is the argument good or bad? Why?



What is Logic?

(1) Somebody lost their sheep. Mo-Deep didn’t lose his sheep. So,
somebody other than Mo-Deep lost their sheep.

(2) Bo-Peep lost her sheep. After all, she lost her sheep or dogs.

(3) Nobody lost their sheep. Hence, it’s not the case that somebody
lost their sheep.

(4) If Bo-Peep’s sheep are left alone, they will come home. Bo-Peep’s
sheep will come home. Therefore, Bo-Peep’s sheep will be left alone.

(5) If Mo-Deep’s sheep are left alone, they will not come home.
Mo-Deep’s sheep will come home. Consequently, Mo-Deep’s sheep
will not be left alone.

(6) Mo-Deep is French. So, Bo-Peep is British or she is not British.

(7) Bo-Peep is British and she is not British. So, Mo-Deep is French.



Why Study Logic?

• Logic is intensely beautiful.

• You will learn a new formal language.

• You will gain a deeper appreciation and understanding of natural
language and thought.

• You will improve your inferential skills of use in both scientific and
ordinary reasoning contexts.

• You will enhance your ability to help others deliberate.



Why Study Logic?

Barwise and Etchemendy open their textbook Language, Proof and Logic
with these claims about the import of logic:

“All rational inquiry depends on logic, on the ability of people to reason

correctly most of the time, and, when they fail to reason correctly, on the

ability of others to point out the gaps in their reasoning.” (p. 1)

“Rational inquiry, in our sense, is not limited to academic disciplines, and so

neither are the principles of logic. If your beliefs about a close friend logically

imply that he would never spread rumors behind your back, but you find out

that he has, then your beliefs need revision. Logical consequence is central, not

only to the sciences, but to virtually every aspect of everyday life.” (p. 5)



Prerequisites

There are no prerequisites for this course.



Schedule

Introduction: What is Logic? Jan 26

1. Sentential Logic

1.1 Validity and Soundness Jan 28
1.2 Language of Sentential Logic Jan 28, Feb 2 & 4
1.3 Semantics for Sentential Logic Feb 9 & 11
1.4 Normal Forms Feb 16
1.5 Truth-functional Completeness Feb 16
1.6 Fitch-style Proofs Feb 18
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1.7 Conjunction Rules Feb 18
1.8 Disjunction Rules Feb 23
1.9 Negation Rules Feb 25
1.10 Conditional Rules Mar 2
1.11 Soundness and Completeness Mar 4
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2. Predicate Logic

2.1 Language of Predicate Logic Mar 23 & 25
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3. First-Order Logic

3.1 Language of First-Order Logic Apr 13
3.2 Semantics for First-Order Logic Apr 15
3.3 More Quantifiers Apr 20
3.4 Identity Rules Apr 22
3.5 Proofs Bootcamp II Apr 27

Conclusion: Beyond Classical Logic Apr 29



Readings

There are an abundance of logic textbooks on the market but I have yet
to find one that is entirely to my liking. So your primary source of
information will be my lecture slides. These will be posted on Blackboard
following each lecture.

To supplement my slides, you might wish to consult this text:

• Jon Barwise and John Etchemendy. Language, Proof and Logic.
CSLI Publications, Stanford, 1999.

Barwise and Etchemendy cover much of the course material but they
present this material in a different sequence. I will reference relevant
sections of their textbook in my lecture slides (as I already did above).



Requirements

There are three requirements for taking this course:

• Exercise sets (40% of final grade)

• Midterm exam on Mar 11 (25% of final grade)

• Final exam on May 12 (35% of final grade)



Group Work

Feel free to discuss the exercise sets in groups. Logic is best enjoyed with
others! However, you should write up your solutions independently. Also,
you should attempt the exercises on your own before meeting with your
group. If you cannot do the exercises, you will not do well on the exams.



Academic Integrity

Please do not cheat. This would be depressing. Cheating hurts the Johns
Hopkins community by undermining academic and personal integrity,
creating mistrust, and fostering unfair competition. Ethical violations
include cribbing on exams, plagiarism, reuse of assignments, improper use
of the internet and electronic devices, unauthorized collaboration, and
alteration of graded assignments. Cheaters may receive a grade of F in
the course and can face direr consequences in extreme cases.

Report any violations you witness. You may consult the associate dean of
student affairs and/or the chairman of the Ethics Board beforehand. For
more information, see the guide Academic Ethics for Undergraduates
and/or the Ethics Board website:

http://e-catalog.jhu.edu/undergrad-students/

student-life-policies/#UAEB



Disability Accommodations

If you are a student with a disability or believe that you might have a
disability that requires special accommodations, please contact Student
Disability Services to obtain a letter from a specialist:

Garland 385
410.516.4720
studentdisabilityservices@jhu.edu

The terms of this letter will be honored.
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What is the proper subject matter of our course in logic?

Initial quick answer: Good argumentative flow.

Let us now try to make this more precise.



Def 1.1.1. An argument is a sequence of claims, one of which (the
conclusion) is supposed to follow from, or be supported by, the others
(the premises) or to follow from no premises at all.

In making arguments, we do not always state the premises before the
conclusion.

Expressions like ‘so’, ‘consequently’, ‘hence’ and ‘therefore’ are used to
indicate that the claim that follows is the conclusion of the argument.

Expressions like ‘because’, ‘since’, and ‘after all’ are used to indicate that
the claims that follow are the premises of the argument.



Recall these arguments:

(1) Somebody lost their sheep. Mo-Deep didn’t lose his sheep. So,
somebody other than Mo-Deep lost their sheep.

(2) Bo-Peep lost her sheep. After all, she lost her sheep or dogs.

(3) Nobody lost their sheep. Hence, it’s not the case that somebody
lost their sheep.

What are the premise(s) and conclusion in each case?



(1) Somebody lost their sheep. Mo-Deep didn’t lose his sheep. So,
somebody other than Mo-Deep lost their sheep.

Premises:

Somebody lost their sheep.
Mo-Deep didn’t lose his sheep.

Conclusion:

Somebody other than Mo-Deep lost their sheep.



(2) Bo-Peep lost her sheep. After all, she lost her sheep or dogs.

Premise:

Bo-Peep lost her sheep or dogs.

Conclusion:

Bo-Peep lost her sheep.



(3) Nobody lost their sheep. Hence, it’s not the case that somebody
lost their sheep.

Premise:

Nobody lost their sheep.

Conclusion:

It’s not the case that somebody lost their sheep.



Note that Def 1.1.1 allows for individual claims to count as arguments.

Def 1.1.1. An argument is a sequence of claims, one of which (the
conclusion) is supposed to follow from, or be supported by, the others
(the premises) or to follow from no premises at all.

(4) Humpty Dumpty fell off a wall or he didn’t.

(5) Humpty Dumpty fell off a wall and he didn’t.

These arguments have no premises.

It might seem strange to say that someone who utters either (4) or (5) is
making an ‘argument’. But we are using ‘argument’ in a quasi-technical
sense and it is useful to include single-claim sequences in its extension.

Aside: Def 1.1.1 involves the admittedly vague term ‘claim’ so that we
can remain neutral on whether logic is about sentences in context, the
content of these sentences, or what not. This is a controversial issue in
the philosophy of logic.



Now that we have a better grip on what arguments are, let us try to be
more precise about what makes some arguments ‘good’.

(1) Somebody lost their sheep. Mo-Deep didn’t lose his sheep. So,
somebody other than Mo-Deep lost their sheep.

(2) Bo-Peep lost her sheep. After all, she lost her sheep or dogs.

(3) Nobody lost their sheep. Hence, it’s not the case that somebody
lost their sheep.

As you might have already realized when considering arguments (1)-(3),
there are different dimensions of goodness.

Some arguments are good because they start from true premises.

Some arguments are good because they end with a true conclusion.

But there is another sense of goodness altogether that does not depend
on whether the premises and conclusion of an argument are actually true.
This sense of goodness is rather concerned with an argument’s flow.



(1) Somebody lost their sheep. Mo-Deep didn’t lose his sheep. So,
somebody other than Mo-Deep lost their sheep.

Assuming that only Bo-Peep lost sheep, this argument has true premises
and a true conclusion.

It has another nice feature: the conclusion follows from the premises.
Given that somebody lost their sheep and Mo-Deep didn’t lose his sheep,
it must be the case that somebody other than Mo-Deep lost their sheep.



(2) Bo-Peep lost her sheep. After all, she lost her sheep or dogs.

This argument has a true premise and a true conclusion.

But it has bad flow: the conclusion does not follow from the premise.
Given that Bo-Peep lost her sheep or dogs, it needn’t be the case that
she lost her sheep. She might have lost her dogs.

Moral: An argument can have true premises and a true conclusion but
still have bad flow.



(3) Nobody lost their sheep. Hence, it’s not the case that somebody
lost their sheep.

This argument has a false premise and a false conclusion.

Nevertheless, it has good flow: the conclusion follows from the premise.
Given that nobody lost their sheep, it must be the case that it’s not the
case that somebody lost their sheep.

Moral: An argument can have false premises and a false conclusion but
still have good flow.



As logicians, we are interested in good flow. So let us introduce some
important terminology for discussing it.

Def 1.1.2. An argument is logically valid just in case it is impossible for
each of its premises (if any) to be true and for its conclusion to be false
by virtue of the logical form of the argument.

This is the traditional way of cashing out the vague idea of deductively
good argumentative flow. If an argument is logically valid, then neither
its premises nor its conclusion must be true. But it must be the case that
if the premises of the argument are true, then the conclusion is also true.
We can say: truth is preserved downstream in the argument.

(We will return to the business of ‘logical form’ in a moment.)



Def 1.1.3. An argument is sound just in case it is both logically valid
and has no false premises.

This combines all of the different kinds of goodness that we have been
discussing. A sound argument is very good. It has no false premises. It
has good flow. So it has a true conclusion as well.



With this terminology in hand, let us revisit our examples:

(1) Somebody lost their sheep. Mo-Deep didn’t lose his sheep. So,
somebody other than Mo-Deep lost their sheep.

This argument is sound.

(2) Bo-Peep lost her sheep. After all, she lost her sheep or dogs.

This argument is neither logically valid nor sound. Note that all logically
invalid arguments are unsound.

(3) Nobody lost their sheep. Hence, it’s not the case that somebody
lost their sheep.

This argument is logically valid but unsound. While all logically invalid
arguments are unsound, some logically valid arguments are sound (those
with true premises or no premises) and some logically valid arguments are
unsound (those with false premises).



Some tests for determining whether an argument is logical validity:

• Must it be the case that if the premises (if any) are true, then the
conclusion is true?

• Must the conclusion be true on the assumption that the premises
(if any) are true?

• Is it impossible for the premises (if any) to be true and for the
conclusion to be false?

If you answer ‘Yes’ to these questions, then the argument is valid.



What about these arguments?

(6) Mo-Deep is French. So, Bo-Peep is British or she is not British.

(7) Bo-Peep is British and she is not British. So, Mo-Deep is French.

Though admittedly strange, these arguments are both logically valid.

Since it is impossible for the conclusion of (6) to be false, it is impossible
for the premise of this argument to be true and for the conclusion to be
false.

Since it is impossible for the premise of (7) to be true, it is impossible for
the premise of this argument to be true and for the conclusion to be
false.

Assuming that Mo-Deep is French, (6) is also sound. But (7) is unsound.



What about these single-claim arguments?

(4) Humpty Dumpty fell off a wall or he didn’t.

(5) Humpty Dumpty fell off a wall and he didn’t.

Since a single-claim argument is logically valid just in case its conclusion
must be true, (4) is valid but (5) is not.

Note that with single-claim arguments, the distinction between validity
and soundness collapses. Since a single-claim argument has no premises,
it clearly has no false premises. Thus, a single claim argument is logically
valid just in case it is sound.



As logicians, we are interested in logical validity. The question of whether
the premises of an argument are true can surely be an interesting one.
But usually this question lies outside the scope of logic (exception: when
the premises are logically special in some way—as with (7)).

If an argument is about numbers, then it is usually the mathematician’s
job to tell us whether its premises are true.

If an argument is about space-time, then it is usually the physicist’s job
to tell us whether its premises are true.

The logician’s job is to tell us whether these arguments have good flow.



Def 1.1.2 allows us to be more rigorous when talking and thinking about
the flow of arguments. However, this definition is not completely precise.

First, when we say ‘It is impossible for each of its premises to be true...’,
what do we mean by ‘impossible’? How should we interpret this
expression? Is it logically/metaphysically/epistemically necessary that if
the premises are true then the conclusion is true?

Logicians sometimes say that the premises of a logically valid argument
‘guarantee’ the truth of its conclusion. But in what sense exactly?



Second, what do we mean by ‘in virtue of the logical form...’? This rider
is included because of arguments like this:

(8) Bo-Peep’s flock is bigger than Mo-Deep’s. Therefore, Mo-Deep’s
flock is smaller than Bo-Peep’s.

Given the meaning of ‘bigger’ and ‘smaller’, the conclusion of (8) follows
from its premise. But logicians do not think that (8) is logically valid.

Our previous logically valid arguments have good flow by virtue of the
meaning of ‘logical’ expressions like ‘somebody’, ‘nobody’, ‘or’, and ‘not’.
When we do logic, we are interested in arguments that have deductively
good flow by virtue of their logical structure.

This is, of course, another source of imprecision: What bits of language
count as the logical ones? How should we draw the divide between the
logical and non-logical?



We are now in thorny terrain.

The questions that we have just raised—How to interpret ‘impossible’ in
Def 1.1.2? What counts as ‘logical form’?—remain the subject of intense
debate and we are not going to settle these questions in this course. Our
target, logical validity, will remain at the intuitive informal level.

But we will try to explicate this informal target notion by developing a
formal analysis of good flow (by virtue of logical form). As our course
progresses, you should ask yourself how well the formal analysis captures
our informal target.



So what is logic about?

Original answer: Good argumentative flow.

Sharper answer: Logical validity.

Def 1.1.2. The argument from ϕ1, ..., ϕn to ψ is logically valid just in
case it is impossible for each of ϕ1, ..., ϕn to be true and for ψ to be false
by virtue of logical form.

(ϕ1, ..., ϕn, ψ are claims)

This is more or less right. But there are other candidate answers. In fact,
there is a big cluster of interrelated informal logical concepts surrounding
logical validity.



Here are some of them:

Def 1.1.4. A claim ψ is a logical consequence of the possibly empty set
of claims {ϕ1, ..., ϕn} just in case the argument with premises ϕ1, ..., ϕn

and conclusion ψ is logically valid.

That is, the conclusion of a logically valid argument is a logical
consequence of the set of its premises.

The difference between logical validity and logical consequence is pretty
subtle: logical validity is a property of arguments whereas logical
consequence is a relation between a set of claims and a claim.

Examples:

‘Somebody other than Mo-Deep lost their sheep’ is a logical consequence
of the set {‘Somebody lost their sheep’, ‘Mo-Deep didn’t lose his sheep’}.

‘It’s not the case that somebody lost their sheep’ is a logical consequence
of the set {‘Nobody lost their sheep’}.

‘Humpty Dumpty fell off a wall or he didn’t’ is a logical consequence of
the empty set { }.

(N. B. For a cleaner exposition, I take claims to be sentences here.)



Def 1.1.5. A claim ϕ is a logical truth just in case the argument with no
premises and conclusion ϕ is logically valid—that is, ϕ is a logical truth
just in case it is impossible for ϕ to be false by virtue of its logical form.

Logical truth is a property of individual claims.

Examples:

(4) Humpty Dumpty fell off a wall or he didn’t.

(9) If Humpty Dumpty fell off a wall, then he fell off a wall.



Def 1.1.6. A claim ϕ is a logical falsehood just in case the negation of
this claim is a logical truth (where the negation of ϕ is the claim that is
true when ϕ is false and false when ϕ is true)—that is, ϕ is a logical
falsehood just in case it is impossible for ϕ to be true by virtue of its
logical form.

Logical falsehood is a property of individual claims.

Examples:

(5) Humpty Dumpty fell off a wall and he didn’t.

(10) If Humpty Dumpty fell off a wall, then he didn’t fall off a wall.



Def 1.1.7. A claim ϕ is logically possible just in case ϕ is not a logical
falsehood—that is, ϕ is logically possible just in case it is possible for ϕ
to be true by virtue of its logical form.

Logical possibility is a property of individual claims.

Examples:

(11) Humpty Dumpty fell off a wall.

(12) Humpty Dumpty didn’t fall off a wall.



Def 1.1.8. Claims ϕ and ψ are logically equivalent just in case the
argument from ϕ to ψ is logically valid and the argument from ψ to ϕ is
logically valid—that is, ϕ and ψ are logically equivalent just in case it is
impossible for ϕ to be true and ψ to be false or for ψ to be true and ϕ to
be false by virtue of logical form.

Logical equivalence is a relation between claims.

Examples:

(11) Humpty Dumpty fell off a wall.

(13) It’s not the case that Humpty Dumpty didn’t fall off a wall.



Def 1.1.9. Claims ϕ1, ..., ϕn are logically consistent just in case it is
possible for ϕ1, ..., ϕn to be jointly true by virtue of their logical form.

And so forth.

In this course, we will also investigate these different informal concepts.
But since they are all definable in terms of logical validity, it still makes
sense to say that logic is about validity.
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Time to get to work.

Among other things, we will be learning a new formal language in this
course: the language of first-order logic LFOL.

We will learn LFOL in stages.

To begin, we will learn a simple fragment of LFOL: the language of
sentential logic LSENT .

Later on, we will learn a more complicated extension of LSENT : the
language of predicate logic LPRED .

Still later on, we will learn the full blown LFOL.



Why bother learning a formal artificial language?

Barwise and Etchemendy give this nice answer:

“Even if you are not going to pursue logic or any of the symbolic
sciences, the study of [LFOL] can be of real benefit. That is why it is so
widely taught. For one thing, learning [LFOL] is an easy way to demystify
a lot of formal work. It will also teach you a great deal about your own
language, and the laws of logic it supports.

First, [LFOL], while very simple, incorporates in a clean way some of the
important features of human languages. This helps make these features
much more transparent. Chief among these is the relationship between
language and the world.



But, second, as you learn to translate English sentences into [LFOL], you
will also gain an appreciation of the great subtlety that resides in English,
subtlety that cannot be captured in [LFOL] or similar languages, at least
not yet.

Finally, you will gain an awareness of the enormous ambiguity present in
almost every English sentence, ambiguity which somehow does not
prevent us from understanding each other in most situations.” (p. 4)



Our goal is to translate back and forth between sentences of English and
sentences of LSENT .

To do so, we first need to learn the syntax of LSENT . That is, we need to
introduce the basic symbols of LSENT and the rules for arranging these
symbols into well-formed expressions.

Def 1.2.1. The lexicon of LSENT consists of the following symbols:

• Uppercase italicized roman letters ‘A’, ‘B’, ‘C ’, ...

• Sentential constants ‘¬’, ‘∧’, ‘∨’, ‘⊃’, and ‘≡’

• Parentheses ‘(’ and ‘)’



Def 1.2.2. The generative grammar of LSENT consists of these rules:

(i) ‘A’, ‘B’, ‘C ’, ... are well-formed formulae (wffs).

(ii) If ϕ is a wff, then ‘¬’ a ϕ is a wff.

(iii) If ϕ and ψ are wffs, then ‘(’ a ϕ a ‘∧’ a ψ a ‘)’ is a wff.

(iv) If ϕ and ψ are wffs, then ‘(’ a ϕ a ‘∨’ a ψ a ‘)’ is a wff.

(v) If ϕ and ψ are wffs, then ‘(’ a ϕ a ‘⊃’ a ψ a ‘)’ is a wff.

(vi) If ϕ and ψ are wffs, then ‘(’ a ϕ a ‘≡’ a ψ a ‘)’ is a wff.

(vii) Nothing else is a wff.

where ‘ϕ’ and ‘ψ’ are variables ranging over names of sentences and ‘a’
is the concatenation symbol.

This is an example of a recursive definition. Wffs are defined in stages:
we start with the simplest wffs (the sentence letters) and then build up
more complicated wffs from simpler ones.



Is ‘()’ a wff? No.

• By rule (vii), ‘()’ is not a wff.

Note that all wffs of LSENT are built up from sentence letters.



Is ‘¬(A ∧ B)’ a wff? Yes.

• By rule (i), ‘A’ and ‘B’ are wffs.

• By rule (iii), ‘(A ∧ B)’ is a wff.

• By rule (ii), ‘¬(A ∧ B)’ is a wff.



Is ‘¬A ∧ B’ a wff? No.

• By rule (i), ‘A’ and ‘B’ are wffs.

• By rule (ii), ‘¬A’ is a wff.

• By rule (vii), ‘¬A ∧ B’ is not a wff.

Note that ‘(¬A ∧ B)’ is a wff but ‘¬A ∧ B’ is not. Brackets matter in the
generative grammar.



Is ‘¬¬((A ∨ B) ⊃ (C ∨ D))’ a wff? Yes.

• By rule (i), ‘A’, ‘B’, ‘C ’, and ‘D’ are wffs.

• By rule (iv), ‘(A ∨ B)’ and ‘(C ∨ D)’ are wffs.

• By rule (v), ‘((A ∨ B) ⊃ (C ∨ D))’ is a wff.

• By rule (ii), ‘¬((A ∨ B) ⊃ (C ∨ D))’ is a wff.

• By rule (ii), ‘¬¬((A ∨ B) ⊃ (C ∨ D))’ is a wff.



Is ‘((A ∧ B)’ a wff? No.

• By rule (vii), ‘((A ∧ B)’ is not a wff.

Remember to count your left and right brackets!



Parentheses are extremely useful.

For one thing, parentheses are used to indicate the scope of ¬.

Example: (¬A ∨ B) versus ¬(A ∨ B).

For another, parentheses remove the threat of ambiguity.

Example: ((A ∧ B) ∨ C ) versus (A ∧ (B ∨ C )).

However, some parentheses are not doing any serious work.

Example: (A ∧ B).

Logicians can be real sticklers about parentheses. But we will be a bit
more relaxed. Unless we are explicitly considering syntax, we will often
omit parentheses that are not serving any useful purpose.



With the syntax of LSENT under our belts, let us start translating.



Atomic Sentences

The simplest English sentences to translate are atomic sentences that do
not involve any sentential constants:

(1) Colonel Mustard committed the murder.

(2) Mr. Boddy was killed with the revolver.

(3) The murder occurred in the billiard room.

Atomic sentences are translated using sentence letters.

Translation of (1): C [C : Colonel Mustard committed the murder].

Translation of (2): R [R : Mr. Boddy was killed with the revolver].

Translation of (3): B [B : The murder occurred in the billiard room].

The bits enclosed in [ ] are dictionaries that indicate which atomic
sentences in English are abbreviated using the sentence letters appearing
in the translations. A translation is incomplete without a dictionary.



Negation ¬A

[see Barwise and Etchemendy 3.1]

Terminology: ‘¬A’ is a negation, ‘A’ is a negated sentence.

Alternative notations: ∼ A, A, !A.

English cues: ‘not’, ‘it is not the case that’, ‘non-’, ‘un-’.

(4) Miss Scarlett is not cooperative.

(5) It is not the case that Miss Scarlett is cooperative.

(6) Miss Scarlett is uncooperative.

Translation of (4)-(6): ¬C [C : Miss Scarlett is cooperative].



Despite the varied occurrences of negation in English, ‘¬’ always appears
in front of negated sentences in LSENT .

Why not translate (4)-(6) as C [C : Miss Scarlett is uncooperative]?

Because we want to capture as much of the logical structure of English
sentences as possible.



Conjunction A ∧ B

[see Barwise and Etchemendy 3.2]

Terminology: ‘A ∧ B’ is a conjunction, ‘A’ and ‘B’ are conjuncts.

Alternative notations: A&B, A&&B, A · B, AB.

English cues: ‘and’, ‘moreover’, ‘but’.

(7) Professor Plum committed the murder and Mr. Boddy was killed
with the candlestick.

(8) Professor Plum committed the murder but he was acquitted.

Translation of (7): P ∧ C [P : Professor Plum committed the murder,
C : Mr. Boddy was killed with the candlestick].

Translation of (8): P ∧ A [P : Professor Plum committed the murder,
A : Professor Plum was acquitted].

LSENT misses an important feature of ‘but’. Unlike ‘and’, ‘but’ carries
the suggestion that the hearer might find the sentence following ‘but’
surprising given the expectations raised by the sentence preceding it.



Whereas ‘∧’ always conjoins two sentences in LSENT , English conjunction
cues like ‘and’ occur between noun phrases, verb phrases, and so forth:

(9) Professor Plum and Mrs. White are cunning.

(10) Professor Plum smokes a pipe and drinks whiskey.

Translation of (9): P ∧ C [P : Professor Plum is cunning,
W : Mrs. White is cunning].

Translation of (10): S ∧W [S : Professor Plum smokes a pipe,
W : Professor Plum drinks whiskey].

Sometimes an English sentence is translatable using ‘∧’ when there is no
visible sign for conjunction:

(11) Professor Plum is a German mathematician.

Translation of (11): G ∧M [G : Professor Plum is German,
M : Professor Plum is a mathematician].



Disjunction A ∨ B

[see Barwise and Etchemendy 3.3]

Terminology: ‘A ∨ B’ is a disjunction, ‘A’ and ‘B’ are disjuncts.

Alternative notations: A|B, A||B.

English cue: ‘or’.

(12) Mrs. Peacock committed the murder or Mrs. White committed the
murder.

Translation of (12): P ∨W [P : Mrs. Peacock committed the murder,
W : Mrs. White committed the murder].



Whereas ‘∨’ always conjoins two sentences in LSENT , ‘or’ occurs between
noun phrases, verb phrases, and so forth:

(13) Mrs. Peacock or Mrs. White committed the murder.

(14) Mrs. Peacock smokes a pipe or drinks whiskey.

Translation of (13): P ∨W [P : Mrs. Peacock committed the murder,
W : Mrs. White committed the murder].

Translation of (14): S ∨W [S : Mrs. Peacock smokes a pipe,
W : Mrs. Peacock drinks whiskey].

In English, ‘or’ is sometimes used in an exclusive sense to say that exactly
one of the disjuncts is true. However, ‘∨’ is always given an inclusive
interpretation: this sentential constant is used to say that at least one
and possibly both of the disjuncts are true.



Conditional A ⊃ B

[see Barwise and Etchemendy 7.1]

Terminology: ‘A ⊃ B’ is a material conditional sentence, ‘A’ is the
antecedent, ‘B’ is the consequent.

Alternative notation: A→ B.

English cues: ‘if...then...’, ‘...only if...’, ‘... if ...’, ‘...provided...’,
‘...is a sufficient condition for...’, ‘...is a necessary condition for...’.

(15) If Reverend Green committed the murder, then Mr. Boddy was
killed with the rope.

(16) Reverend Green committed the murder only if Mr. Boddy was killed
with the rope.

(17) Mr. Boddy was killed with the rope if/provided that Reverend
Green committed the murder.

Translation of (15)-(17): G ⊃ R [G : Reverend Green committed the
murder, R : Mr. Boddy was killed with the rope].



Philosophers love to talk about necessary and sufficient conditions.

A sufficient condition guarantees that something else will obtain.

A necessary condition must hold in order for something else to obtain.

(18) That Reverend Green is a bachelor is a sufficient condition for his
being male.

(19) That Reverend Green is male is a necessary condition for his being a
bachelor.

Translation of (18)-(19): B ⊃ M [B : Reverend Green is a bachelor,
M : Reverend Green is male].



Biconditional A ≡ B

[see Barwise and Etchemendy 7.2]

Terminology: ‘A ≡ B’ is a material biconditional sentence.

Alternative notation: A↔ B.

English cues: ‘...if and only if...’ (abbreviation: ‘...iff...’), ‘...just in
case...’, ‘...is a necessary and sufficient condition for...’.

(20) Mrs. White committed the murder iff the murder occurred in the
conservatory.

(21) Mrs. White committed the murder just in case the murder occurred
in the conservatory.

(22) That Mrs. White committed the murder is a necessary and sufficient
condition for the murder having occurred in the conservatory.

Translation of (20)-(22): W ≡ C [W : Mrs. White committed the
murder, C : The murder occurred in the conservatory].



So far, we have considered English sentences whose translations involve
only a single sentential constant. Things get more interesting when we
turn to sentences with more complex logical structure.

(23) Neither Colonel Mustard nor Professor Plum committed the murder.

Translation of (23): ¬(C ∨ P) [C : Colonel Mustard committed the
murder, P : Professor Plum committed the murder].

(24) Miss Scarlett is British or American but not both.

Translation of (24): (B ∨ A) ∧ ¬(B ∧ A) [B : Miss Scarlett is British,
A : Miss Scarlett is American].

(25) Reverend Green is a bachelor iff he is an unwed adult male.

Translation of (25): B ≡ (¬W ∧ A ∧M) [B : Reverend Green is a
bachelor, W : Reverend Green is married, A: Reverend Green is an adult,
M: Reverend Green is male].



(26) Mrs. White did not commit the murder only if either Mrs. Peacock
or Miss Scarlett committed the murder.

Translation of (26): ¬W ⊃ (P ∨ S) [W : Mrs. White committed the
murder, P : Mrs. Peacock committed the murder, P : Miss Scarlett
committed the murder].

(27) If Professor Plum committed the murder, then Mr. Boddy was killed
with the candlestick provided that the murder occurred in the library.

Translation of (27): P ⊃ (L ⊃ C ) [P : Professor Plum committed the
murder, L : The murder occurred in the library, C : Mr. Boddy was killed
with the candlestick].

(28) Colonel Mustard committed the murder unless the murder occurred
in the kitchen.

Translation of (28): ¬K ⊃ C [K : The murder occurred in the kitchen,
C : Colonel Mustard committed the murder].

(More on this later.)



We can also translate entire arguments into LSENT :

(29) If Miss Scarlett is in Britain, then she is in Europe. If Miss Scarlett
is in Europe, then she is in the world. If Miss Scarlett is in the world,
then she is in the universe. So, if Miss Scarlett is in Britain, then she
is in the universe.

Translation of (29): B ⊃ E , E ⊃W , W ⊃ U ∴ B ⊃ U
[B : Miss Scarlett is in Britain, E : Miss Scarlett is in Europe, W : Miss
Scarlett is in the world, U : Miss Scarlett is in the universe].

The symbol ‘∴’ abbreviates ‘therefore’. It is not part of LSENT .

(30) Professor Plum smokes a pipe. After all, Professor Plum smokes a
pipe or cigarettes, and he doesn’t smoke cigarettes.

Translation of (30): (P ∨ C ) ∧ ¬C ∴ P [P: Professor Plum smokes a
pipe, C : Professor Plum smokes cigarettes].



Note that LSENT provides one way of making the informal notion of
‘logical form’ appearing in the definition of logical validity precise.

Def 1.1.2. The argument from ϕ1, ..., ϕn to ψ is logically valid just in
case it is impossible for each of ϕ1, ..., ϕn to be true and for ψ to be false
by virtue of logical form.

Let us call an argument’s translation into LSENT its sentential form.

Lingering questions: Does the sentential form of an argument capture all
there is to its logical form? Does its sentential form leave any logical
structure out?



Aside on ‘Unless’

[see Barwise and Etchemendy 7.3]

(28) Colonel Mustard committed the murder unless the murder occurred
in the kitchen.

Candidate translations of (28):

¬K ⊃ C

C ⊃ ¬K

C ≡ ¬K

Earlier, we translated (28) as ‘¬K ⊃ C ’. But doesn’t someone who
utters this sentence convey that if Colonel Mustard committed the
murder, then the murder didn’t occur in the kitchen?

This is a tricky question. Answering it requires us to distinguish between
the content of a sentence and the extra information that a speaker can
implicate by uttering it.



A few examples will help bring out this distinction:

(31) The philosophy student has excellent handwriting.

Implicature: The student is not a good philosopher.

(32) The Hopkins lacrosse team has not lost a game this season.

Implicature: The Hopkins lacrosse team has played a game this season.

(33) You can have either the soup or the salad.

Implicature: You cannot have both the soup and the salad.



How can we tell what is part of the content of a sentence in context and
what is merely implicated?

Grice’s Cancellability Test: An implicature can be cancelled by some
further elaboration on the part of the speaker whereas part of the
meaning of a sentence cannot be cancelled in this way.

(34) The philosophy student has excellent handwriting. But that’s the
least of her virtues. She’s also an excellent philosopher.

(35) # The philosophy student has excellent handwriting. But her
writing is like chicken scratch.

(36) The Hopkins lacrosse team has not lost a game this season. But
that’s nothing to brag about. They haven’t even played a game yet.

(37) You can have either the soup or the salad, and you can have both.



Back to ‘unless’:

(28) Colonel Mustard committed the murder unless the murder occurred
in the kitchen.

(38) Colonel Mustard committed the murder unless the murder occurred
in the kitchen. On the other hand, if the murder took place in the
kitchen, then he might still have committed the murder. Colonel
Mustard is one crazy bastard.

(39) # Colonel Mustard committed the murder unless the murder
occurred in the kitchen. On the other hand, if the murder did not
take place in the kitchen, then Colonel Mustard did not commit the
murder.

The contradictoriness of (39) shows that the meaning of ‘¬K ⊃ C ’ is
part of the meaning of (28).

The felicity of (38) suggests that the meaning of ‘K ⊃ ¬C ’ is not part of
the meaning of (28).
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We are now familiar with the syntax of LSENT . We know its lexicon. We
know how these basic symbols can be combined into wffs. We know how
to translate an English argument into LSENT and thereby make its
sentential form explicit.

Let us now give a semantics for LSENT and imbue its wffs with meaning.

When we were doing translations, we said that ‘¬’ roughly corresponds to
‘not’, ‘∧’ to ‘and’, ‘∨’ to ‘or’, ‘⊃’ to ‘if...then...’, and ‘≡’ to ‘...iff...’. So
we have already gestured towards a semantics for these constants. But
we can give a precise systematic semantics for LSENT using truth tables.



A truth table shows how the truth value of a complex wff of LSENT

involving sentential constants depends on the truth values of the
sentence letters that appear in the wff.

Let us start with the basic truth tables for the sentential constants.

[see Barwise and Etchemendy 3.1-3, 7.1-2]



A ¬ A
T F T
F T F

A negation has the opposite truth value of the negated sentence.

The reference column(s) to the left of the vertical lines keep track of
truth value assignments to the sentence letter(s) that appear in the
target wff. Each row of the table corresponds to a different truth value
assignment and all possible assignments are considered.

The columns to the right of the vertical line are for the complex wff
under consideration. In each row, we evaluate the truth value of this
target wff based on the truth value assignment to the sentence letter(s)
in that row.



A B A ∧ B
T T T T T
T F T F F
F T F F T
F F F F F

A conjunction is true just in case both of its conjuncts are true.

Note that this table has 4 rows. How many rows do we need if we have n
sentence letters? 2n.

Truth tables get big fast. They become impractical when working with
wffs involving many sentence letters.



A B A ∨ B
T T T T T
T F T T F
F T F T T
F F F F F

A disjunction is true just in case at least one of its disjuncts are true.



A B A ∨ B
T T T T T
T F T T F
F T F T T
F F F F F

A disjunction is true just in case at least one of its disjuncts are true.

Note that the bold T is crucial. If this were F, then ‘∨’ would have an
exclusive rather than an inclusive reading.



A B A ⊃ B
T T T T T
T F T F F
F T F T T
F F F T F

A material conditional sentence is true just in case either its antecedent
is false or its consequent is true.

Intuition: When is a material conditional sentence false? When truth is
not preserved from its antecedent to consequent. In all other cases, the
conditional sentence is true.



A B A ≡ B
T T T T T
T F T F F
F T F F T
F F F T F

A material biconditional sentence is true just in case both sides of the
biconditional have the same truth value.



Think of the above truth tables as giving the meaning of the sentential
constants ‘¬’, ‘∧’, ‘∨’, ‘⊃’, and ‘≡’.

It is commonplace in philosophy and linguistics to identify the meaning of
a sentence in context with its truth conditions. To understand a sentence
is to know the conditions under which it is true.

This is what truth tables show us: the conditions under which wffs in
LSENT involving the sentential constants are true.



The sentential constants are truth functional.

Once the truth values of the sentence letters in a wff of LSENT are fixed,
the truth value of the entire wff consisting of these sentence letters
‘glued’ together by the sentential constants is fixed.

In a slogan: the truth value of the whole depends only on, or is a
function of, the truth value of the parts.



Let us now turn to more complicated truth tables.

Our strategy will be to work from the bottom up:

We will first fill in the truth values for sentential constants that apply
only to sentence letters.

After that, we will work on sentential constants that apply to
subsentences whose truth values have been filled in.

And so forth.



A B (A ⊃ B) ∨ (A ⊃ ¬ B)
T T T T T T T F F T
T F T F F T T T T F
F T F T T T F T F T
F F F T F T F T T F

It is a convention to boldface or circle the final column of the target wff.



A B C ¬ (A ∧ (¬ A ∨ (B ∧ C )))
T T T F T T F T T T T T
T T F T T F F T F T F F
T F T T T F F T F F F T
T F F T T F F T F F F F
F T T T F F T F T T T T
F T F T F F T F T T F F
F F T T F F T F T F F T
F F F T F F T F T F F F



Truth tables are a nice tool to have in one’s toolkit. Importantly, they
allow us to introduce formal analogues of informal logical notions like
‘logical validity’, ‘logical truth’, ‘logical equivalence’, and so forth.

Having a satisfactory formal explication of logical validity (and related
logical concepts) would certainly be useful. By working with the formal
notion, we would have a precise way of determining when an argument
has the informal property of logical validity.



So far, we have been considering truth tables for single wffs. So let us
begin by discussing logical properties of single claims.

Recall the definition of logical truth:

Def 1.1.5. A claim ϕ is a logical truth just in case it is impossible for ϕ
to be false by virtue of its logical form.

Here is the formal analogue of logical truth in sentential logic:

Def 1.3.1. A sentence ϕ of LSENT is a TT-Necessity or tautology just in
case the final column in the truth table for ϕ contains only Ts.

[see Barwise and Etchemendy 4.1]

Note that we are now thinking of ‘logical form’ as ‘sentential form’.

We are also replacing the imprecise ‘impossible for ϕ to be false’ with the
precise ‘the final column of the truth table for ϕ contains only Ts’.



Example:

(1) Pugsley is a member of the Addams Family or he isn’t.

A A ∨ ¬ A
T T T F T
F F T T F



Recall the definition of logical falsehood:

Def 1.1.6. A claim ϕ is a logical falsehood just in case it is impossible
for ϕ to be true by virtue of its logical form.

Here is the formal analogue of logical falsehood in sentential logic:

Def 1.3.2. A sentence ϕ of LSENT is a TT-Impossibility just in case the
final column in the truth table for ϕ contains only Fs.



Example:

(2) Pugsley is a member of the Addams Family and he isn’t.

A A ∧ ¬ A
T T F F T
F F F T F



Recall the definition of logical possibility:

Def 1.1.7. A claim ϕ is logically possible just in case it is possible for ϕ
to be true by virtue of its logical form.

Here is the formal analogue of logical possibility in sentential logic:

Def 1.3.3. A sentence ϕ of LSENT is TT-Possible just in case the final
column in the truth table for ϕ contains at least some Ts.



A B (A ⊃ B) ∧ (A ∧ ¬ B)
T T T T T F T F F T
T F T F F F T T T F
F T F T T F F F F T
F F F T F F F F T F

‘(A ⊃ B) ∧ (A ∧ ¬B)’ is a TT-Impossibility.



A B (A ≡ B) ⊃ ((A ∧ B) ∨ (¬ A ∧ ¬ B))
T T T T T T T T T T F T F F T
T F T F F T T F F F F T F T F
F T F F T T F F T F T F F F T
F F F T F T F F F T T F T T F

‘(A ≡ B) ⊃ ((A ∧ B) ∨ (¬A ∧ ¬B))’ is a TT-Necessity.

‘(A ≡ B) ⊃ ((A ∧ B) ∨ (¬A ∧ ¬B))’ is also TT-Possible.



We have been looking at single claims and sentences in isolation. But to
develop formal analogues of logical concepts like logical validity and
logical equivalence, we will need to construct joint truth tables for
multiple sentences at the same time.

A ¬ A ¬ ¬ A ¬ ¬ ¬ A
T F T T F T F T F T
F T F F T F T F T F

We now have a different section to the right of the reference columns for
each sentence under consideration. Each of these sections has its own
final column.



Recall the definition of logical equivalence:

Def 1.1.8. Claims ϕ and ψ are logically equivalent just in case it is
impossible for their truth values to differ by virtue of logical form.

Here is the formal analogue of logical equivalence in sentential logic:

Def 1.3.4. Sentences ϕ and ψ of LSENT are tautologically equivalent
just in case there is no row in their joint truth table where the truth
values differ in their final columns.

[see Barwise and Etchemendy 4.2]



Example:

(3) Gomez is married to Morticia.

(4) It is not the case that Gomez is not married to Morticia.

M M ¬ ¬ M
T T T F T
F F F T F



Example:

(5) If Fester is home, then Thing is home.

(6) Either Fester is not home or Thing is home.

F T F ⊃ T ¬ F ∨ T
T T T T T F T T T
T F T F F F T F F
F T F T T T F T T
F F F T F T F T F



Example:

(7) Neither Wednesday nor Lurch are home.

(8) Wednesday is not home and Lurch is not home.

W L ¬ (W ∨ L) ¬ W ∧ ¬ L
T T F T T T F T F F T
T F F T T F F T F T F
F T F F T T T F F F T
F F T F F F T F T T F



Recall the definitions of logical validity and consequence:

Def 1.1.2. The argument from ϕ1, ..., ϕn to ψ is logically valid just in
case it is impossible for each of ϕ1, ..., ϕn to be true and for ψ to be false
by virtue of logical form.

Def 1.1.4. A claim ψ is a logical consequence of the possibly empty set
of claims {ϕ1, ..., ϕn} just in case the argument with premises ϕ1, ..., ϕn

and conclusion ψ is logically valid.

Here are the formal analogues of these informal notions in sentential logic:

Def 1.3.5. The argument from ϕ1, ..., ϕn to ψ in LSENT is tautologically
valid just in case there is no row in the joint truth table for the premises
ϕ1, ..., ϕn and conclusion ψ where the final column for each of ϕ1, ..., ϕn

contains T but the final column for ψ contains F.

Def 1.3.6. A sentence ψ of LSENT is a tautological consequence of the
possibly empty set of sentences {ϕ1, ..., ϕn} of LSENT just in case the
argument from ϕ1, ..., ϕn to ψ is tautologically valid.

[see Barwise and Etchemendy 4.3]



Example:

(9) If Pugsley is a member of the Addams Family, then Pugsley delights
in the macabre. Puglsey is a member of the Addams Family. So,
Pugsley delights in the macabre.

A D A ⊃ D A D
T T T T T T T
T F T F F T F
F T F T T F T
F F F T F F F



Example:

(10) Gomez is married to Morticia. After all, Gomez is married to
Morticia or Fester, and he is not married to Fester.

M F (M ∨ F ) ∧ ¬ F M
T T T T T F F T T
T F T T F T T F T
F T F T T F F T F
F F F F F F T F F



An argument is tautologically invalid just in case its truth table has at
least one ‘bad row’ where the final column for each of the premises
contains T but the final column for the conclusion contains F.

Example:

(11) Wednesday is a member of the Addams Family if and only if
Wednesday delights in the macabre. Wednesday delights in the
macabre. So, Wednesday is not a member of the Addams Family.

A D A ≡ D D ¬ A
T T T T T T F T ← bad row
T F T F F F F T
F T F F T T T F
F F F T F F T F



Example:

(12) Lurch is home or both Fester and Thing are home. Hence, Thing is
home and either Lurch or Fester is home.

L F T L ∨ (F ∧ T ) T ∧ (L ∨ F )
T T T T T T T T T T T T T
T T F T T T F F F F T T T ← bad row
T F T T T F F T T T T T F
T F F T T F F F F F T T F ← bad row
F T T F T T T T T T F T T
F T F F F T F F F F F T T
F F T F F F F T T F F F F
F F F F F F F F F F F F F



In the remainder of this section, I want to reformulate the semantics for
LSENT . We are not really going to learn anything new but rather think
about our work with truth tables in a slightly different way. This will help
connect our work here with material later in the course when we work
with more sophisticated logical systems.

It is time to introduce models.



Roughly, a model M for a language L is the basic information required
to determine the truth values of all sentences in this language.

What is a model for LSENT ?

Def 1.3.7. A model M for LSENT is an assignment of truth values to all
of the sentence letters.

As we have seen, if you know the truth values of all sentence letters, you
can determine the truth values of all wffs of LSENT . Why? Because the
sentential constants ‘¬’, ‘∧’, ‘∨’, ‘⊃’, and ‘≡’ are truth functional.



A B (A ⊃ B) ∨ A
T T T T T T T
T F T F F T T
F T F T T T F
F F F T F T F

Each row of a truth table corresponds to models for LSENT that assign
sentence letters in the table the truth values in the reference columns.

Row 1: M1(A) = T , M1(B) = T .

Row 2: M2(A) = T , M2(B) = F .

And so forth.

Since M2(A) = T and M2(B) = F , M2(A ⊃ B) = F .

And so forth.

Def 1.3.8. A sentence ϕ of LSENT is true inM just in caseM(ϕ) = T .



WIth this notion of truth in a model, we can reformulate our definitions
of TT-Necessity, tautological equivalence, and so on.

Def 1.3.1. A sentence ϕ of LSENT is a TT-Necessity or tautology just in
case the final column in the truth table for ϕ contains only Ts.

Reformulated:

Def 1.3.1. A sentence ϕ of LSENT is a TT-Necessity or tautology just in
case ϕ is true in all models for LSENT .



Def 1.3.2. A sentence ϕ of LSENT is a TT-Impossibility just in case the
final column in the truth table for ϕ contains only Fs.

Reformulated:

Def 1.3.2. A sentence ϕ of LSENT is a TT-Impossibility just in case ϕ is
true in no models for LSENT .

Def 1.3.3. A sentence ϕ of LSENT is TT-Possible just in case the final
column in the truth table for ϕ contains at least some Ts.

Reformulated:

Def 1.3.3. A sentence ϕ of LSENT is TT-Possible just in case ϕ is true
in some models for LSENT .



Def 1.3.4. Sentences ϕ and ψ of LSENT are tautologically equivalent
just in case there is no row in their joint truth table where the truth
values differ in their final columns.

Reformulated:

Def 1.3.4. Sentences ϕ and ψ of LSENT are tautologically equivalent
just in case ϕ and ψ have the same truth value in all models for LSENT .

Def 1.3.5. The argument from ϕ1, ..., ϕn to ψ in LSENT is tautologically
valid just in case there is no row in the joint truth table for the premises
ϕ1, ..., ϕn and conclusion ψ where the final column for each of ϕ1, ..., ϕn

contains T but the final column for ψ contains F.

Reformulated:

Def 1.3.5. The argument from ϕ1, ..., ϕn to ψ in LSENT is tautologically
valid just in case there is no model M for LSENT where each of the
premises ϕ1, ..., ϕn are true in M but the conclusion ψ is false in M.

Such a model where each of the premises are true but the conclusion is
false is a counter-model to the argument.
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Recall the definition of tautological equivalence:

Def 1.3.4. Sentences ϕ and ψ of LSENT are tautologically equivalent
just in case there is no row in their joint truth table where the truth
values differ in their final columns.

Knowing that two sentences ϕ and ψ are tautologically equivalent
(ϕ⇔T ψ) can be very useful. Why?

Suppose that some complex sentence χ of LSENT contains ϕ as a
subsentence.

Now suppose that we substitute ψ for ϕ in χ to obtain the sentence ξ.

Since ϕ⇔T ψ, χ⇔T ξ as well.

This can be proven rigorously but we will just take the following principle
for granted:

Substitution of Tautological Equivalents (STE): Substituting
tautologically equivalent sentences preserves tautological equivalence.



Let us focus on a few important tautological equivalences.

A A ¬ ¬ A
T T T F T
F F F T F

More generally, double negating a sentence of LSENT creates a
tautologically equivalent sentence.

Double Negation (DN): ϕ⇔T ¬¬ϕ.

(N. B. I will abuse notation slightly going forward.)



A B ¬ (A ∨ B) ¬ A ∧ ¬ B
T T F T T T F T F F T
T F F T T F F T F T F
F T F F T T T F F F T
F F T F F F T F T T F

More generally, the negation of a disjunction is tautologically equivalent
to the conjunction of the negated disjuncts.

DeMorgan’s First Law (DeM1): ¬(ϕ ∨ ψ) ⇔T ¬ϕ ∧ ¬ψ.



A B ¬ (A ∧ B) ¬ A ∨ ¬ B
T T F T T T F T F F T
T F T T F F F T T T F
F T T F F T T F T F T
F F T F F F T F T T F

More generally, the negation of a conjunction is tautologically equivalent
to the disjunction of the negated conjuncts.

DeMorgan’s Second Law (DeM2): ¬(ϕ ∧ ψ) ⇔T ¬ϕ ∨ ¬ψ.



By applying these principles, we can convert every sentence of LSENT

into the following special form:

Def 1.4.1. A sentence ϕ of LSENT is in negation normal form (NNF)
just in case every occurrence of ‘¬’ in ϕ precedes a sentence letter.

[see Barwise and Etchemendy 4.5]

Examples:

Are the following sentences in NNF?

(¬A ∨ B) ∧ C Yes.

¬¬¬A No.

¬((A ∨ B) ∧ ¬C ) No.

(¬A ∨ ¬B) ∧ ¬C Yes.



Each sentence of LSENT is tautologically equivalent to a sentence in NNF.

Example: ‘¬¬¬A’ is not in NNF.

By DN, this is equivalent to ‘¬A’ in NNF.

Example: ‘¬((A ∨ B) ∧ ¬C )’ is not in NNF.

By DeM2, this is equivalent to ‘¬(A ∨ B) ∨ ¬¬C ’.

By STE and DeM1, this is equivalent to ‘(¬A ∧ ¬B) ∨ ¬¬C ’.

By STE and DN, this is equivalent to ‘(¬A ∧ ¬B) ∨ C ’ in NNF.



Let us now add a couple more tautological equivalences to our list.

A B C A ∧ (B ∨ C ) (A ∧ B) ∨ (A ∧ C )
T T T T T T T T T T T T T T T
T T F T T T T F T T T T T F F
T F T T T F T T T F F T T T T
T F F T F F F F T F F F T F F
F T T F F T T T F F T F F F T
F T F F F T T F F F T F F F F
F F T F F F T T F F F F F F T
F F F F F F F F F F F F F F F

This is an instance of the following general principle:

Distribution of ∧ over ∨ (Dist1): ϕ ∧ (ψ ∨ χ) ⇔T (ϕ ∧ ψ) ∨ (ϕ ∧ χ).



A B C A ∨ (B ∧ C ) (A ∨ B) ∧ (A ∨ C )
T T T T T T T T T T T T T T T
T T F T T T F F T T T T T T F
T F T T T F F T T T F T T T T
T F F T T F F F T T F T T T F
F T T F T T T T F T T T F T T
F T F F F T F F F T T F F F F
F F T F F F F T F F F F F T T
F F F F F F F F F F F F F F F

This is an instance of the following general principle:

Distribution of ∨ over ∧ (Dist2): ϕ ∨ (ψ ∧ χ) ⇔T (ϕ ∨ ψ) ∧ (ϕ ∨ χ).



By applying these principles along with the previous ones, we can convert
every sentence of LSENT into other special forms.

Def 1.4.2. A literal of LSENT is a sentence letter or a negated sentence
letter.

Examples:

‘A’ and ‘¬A’ are literals.

‘¬¬A’ and ‘(A ∧ B)’ are not.



Def 1.4.3. A sentence ϕ of LSENT is in disjunctive normal form (DNF)
just in case ϕ is a disjunction of one or more conjunctions of one or more
literals.

Note that we are here allowing for ‘disjunctions’ with one disjunct and for
‘conjunctions’ with one conjunct.

[see Barwise and Etchemendy 4.6]

Examples:

Are the following sentences in DNF?

(A ∧ B) ∨ (¬C ∧ ¬D) Yes.

(A ∨ B) ∧ (¬C ∨ ¬D) No.

¬((A ∨ B) ∧ ¬C ) No.

A ∧ B Yes.

A ∨ B Yes.



Each sentence of LSENT is tautologically equivalent to a sentence in DNF.

Example: ‘(A ∨ B) ∧ (¬C ∨ ¬D)’ is not in DNF.

By Dist1, this is equivalent to ‘((A ∨ B) ∧ ¬C ) ∨ ((A ∨ B) ∧ ¬D)’.

By STE and Dist1, this is equivalent to
‘((A ∧ ¬C ) ∨ (B ∧ ¬C )) ∨ ((A ∨ B) ∧ ¬D)’.

By STE and Dist1, this is equivalent to
‘(A ∧ ¬C ) ∨ (B ∧ ¬C ) ∨ (A ∧ ¬D) ∨ (B ∧ ¬D)’ in DNF.



Def 1.4.4. A sentence ϕ of LSENT is in conjunctive normal form (CNF)
just in case ϕ is a conjunction of one or more disjunctions of one or more
literals.

Note that we are here allowing for ‘conjunctions’ with one conjunct and
for ‘disjunctions’ with one disjunct.

[see Barwise and Etchemendy 4.6]

Examples:

Are the following sentences in CNF?

(A ∨ B) ∧ (¬C ∨ ¬D) Yes.

(A ∧ B) ∨ (¬C ∧ ¬D) No.

¬((A ∨ B) ∧ ¬C ) No.

A ∧ B Yes.

A ∨ B Yes.

Note that the last two sentences are in both DNF and CNF.



Each sentence of LSENT is tautologically equivalent to a sentence in CNF.

Example: ‘(A ∧ B) ∨ (¬C ∧ ¬D)’ is not in CNF.

By Dist2, this is equivalent to ‘((A ∧ B) ∨ ¬C ) ∧ ((A ∧ B) ∨ ¬D)’.

By STE and Dist2, this is equivalent to
‘((A ∨ ¬C ) ∧ (B ∨ ¬C )) ∧ ((A ∧ B) ∨ ¬D)’.

By STE and Dist2, this is equivalent to
‘(A ∨ ¬C ) ∧ (B ∨ ¬C ) ∧ (A ∨ ¬D) ∧ (B ∨ ¬D)’ in CNF.
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We have now seen that a great many English sentences can be translated
into LSENT with the five sentential constants ‘¬’, ‘∧’, ‘∨’, ‘⊃’, and ‘≡’.
But are these constants enough?

There are non-truth functional expressions in English like ‘...because...’
and ‘It is necessarily the case that...’ that cannot be captured in LSENT .
But is there any truth functional expression that cannot be translated
into LSENT using the sentential constants? If so, this is an unfortunate
limitation of LSENT .



How can we even answer this question?

Well, the meaning of any truth functional expression is given by a truth
table. So we must examine whether all possible truth tables can be
recovered in LSENT .

[see Barwise and Etchemendy 7.4]



There are four possible 1-place constants:

A F A
T T T
F T F

A � A
T T T
F F F

A N A
T F T
F T F

A � A
T F T
F F F

Note that ‘N’ is just ‘¬’. But what about the other three 1-place
constants? Can we express them with the existing constants?

‘FA’ is equivalent to ‘A ∨ ¬A’.

‘�A’ is equivalent to ‘A’.

‘�A’ is equivalent to ‘A ∧ ¬A’.

Thus, every 1-ary truth functional constant can be captured in LSENT .



Let us turn to the 2-place constants.

A B A • B
T T T T/F T
T F T T/F F
F T F T/F T
F F F T/F F

There are 16 possible truth tables. The sentential constants ‘∧’, ‘∨’, ‘⊃’,
and ‘≡’ cover 4 of these options. But what about the remaining 12?



A B (A ∧ ¬ A) ∧ (B ∧ ¬ B)
T T T F F T F T F F T
T F T F F T F F F T F
F T F F T F F T F F T
F F F F T F F F F T F

The table with all Fs is covered by ‘(A ∧ ¬A) ∧ (B ∧ ¬B)’.



A B A ∧ B A ∧ ¬ B ¬ A ∧ B ¬ (A ∨ B)
T T T T T T F F T F T F T F T T T
T F T F F T T T F F T F F F T T F
F T F F T F F F T T F T T F F T T
F F F F F F F T F T F F F T F F F

The 4 tables with exactly one T are covered by ‘A ∧ B’, ‘A ∧ ¬B’,
‘¬A ∧ B’, and ‘¬(A ∨ B)’.



A B (A ∧ B) ∨ (A ∧ ¬ B)
T T T T T T T F F T
T F T F F T T T T F
F T F F T F F F F T
F F F F F F F F T F

The tables with exactly two Ts are covered by disjunctions of the
previous sentences.

And so forth for the truth tables with three and four Ts.

In fact, arbitrary n-place truth functional constants can be handled in a
similar fashion.



Since we have appealed only to ‘¬’, ‘∧’, and ‘∨’, we have the following
result:

Lem 1.5.1. The sentential constants ‘¬’, ‘∧’, and ‘∨’ are truth
functionally complete.

That is, every truth functional constant can be captured with these
constants.

Moral: ‘⊃’ and ‘≡’ are redundant. We do not really need these constants
to express all of the 2-place truth functional constructions in English.

So why not get rid of ‘⊃’ and ‘≡’?

One reason is that translations become more complicated without these
conditionals and we cannot stay close to the surface grammar of English.



Recall that ‘∧’ is definable in terms of ‘¬’ and ‘∨’:

ϕ ∧ ψ ⇔T ¬(¬ϕ ∨ ¬ψ).

Together with Lem 1.5.1, this implies the following:

Lem 1.5.2. The sentential constants ‘¬’ and ‘∨’ are truth functionally
complete.

Moral: If a language has both ‘¬’ and ‘∨’, then ‘∧’ is redundant.



Also, recall that ‘∨’ is definable in terms of ‘¬’ and ‘∧’:

ϕ ∨ ψ ⇔T ¬(¬ϕ ∧ ¬ψ).

Together with Lem 1.5.1, this implies the following:

Lem 1.5.3. The sentential constants ‘¬’ and ‘∧’ are truth functionally
complete.

Moral: If a language has both ‘¬’ and ‘∧’, then ‘∨’ is redundant.
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Truth tables are a relaxing means to determine whether arguments and
claims are logically valid, logical truths, and so on.

But, as discussed, truth tables get very big very fast. Working with them
becomes impractical when our target sentence(s) contains more than 3 or
4 sentence letters.

Also, as we will see, truth tables can no longer be used when working
with more sophisticated fine-grained formal languages.

So it will be nice to have another formal technology to use in such
contexts: Fitch-style natural deduction proofs.



There are lots of different proof systems on the market but I like
Fitch-style proofs (named after the logician Friedrich Fitch) the best.

First, they are aesthetically pleasing.

Second, the formal rules in the Fitch system correspond to informal
methods of reasoning that we use all the time. This is why the Fitch
system is called a ‘natural deduction’ system.

Barwise and Etchemendy:

“The important rules in the Fitch system, those involving subproofs,
correspond closely to essential methods of reasoning and proof, methods
that can be used in virtually any context: formal or informal, deductive or
inductive, practical or theoretical. The point of teaching a formal system
of deduction is not so students will use the specific system later in life,
but rather to foster an understanding of the most basic methods of
reasoning—methods that they will use.” (p. 14)



Before getting our hands dirty, let us talk a little about proofs in general,
and the differences between formal and informal proofs.

[see Barwise and Etchemendy 2.2]

Def 1.6.1. A proof is a step-by-step demonstration that a conclusion
follows from a possible empty set of premises.

P1 Premise
...

Pn Premise
C1 Intermediate Conclusion

...
Cm Final Conclusion

In a proof, we establish a chain of conclusions each of which is an
obvious consequence of the original premises and the intermediate
conclusions that came before. The proof ends when the chain comes to
the conclusion that we are trying to establish.



Each step of the proof must be airtight.

It is not enough that an intermediate conclusion is highly likely to hold on
the basis of what came before. An intermediate conclusion must follow
from the original premises and the preceding intermediate conclusions.

If each link of a long proof held with only 99% probability, then each
individual step would be pretty solid but the entire proof would be flimsy.



Remember back to when you were studying geometry in high school and
proving things like this:

The interior angles of a triangle sum to 180 degrees.

Your proofs were informal. They used diagrams, phrases in English, and
not every step was spelled out in painstaking detail.

By contrast, we will be working with formal proofs. The difference is one
of style: we will be using a fixed stock of rules of inference and a highly
stylized method of presentation.

A formal proof is the kind of proof that can be checked with a computer.
This is a nice feature. But, admittedly, informal proofs are generally
preferable when proving things to ourselves and others.



The Fitch System F

[see Barwise and Etchemendy 2.3, 5, 6, 8.1-2, Summary of Rules]

1 P1 Premise
...

n Pn Premise

n + 1 C1 Justification
...

n + m Cm Justification

Line numbers are to the left of the vertical line.

The horizontal Fitch bar between lines n and n + 1 separates the premises
from conclusions.

Each line below the Fitch bar has a justification that indicates which rule
of inference was used and which of the above lines this was applied to.



Time to start learning the rules.

Here is the simplest rule:

Reiteration

n ϕ
...

I ϕ Reit: n



1 A ∨ B Premise

2 C Premise

3 D ∧ E Premise

4 C Reit: 2

5 A ∨ B Reit: 1

6 A ∨ B Reit: 1

7 D ∧ E Reit: 3

Reiteration does not take us very far. So let us now turn to some of the
more interesting rules.
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The remaining rules of F have a nice symmetry.

For each of the sentential constants ‘¬’, ‘∧’, ‘∨’, ‘⊃’, and ‘≡’, there are
introduction and elimination rules. The introduction rule for a constant
allows us to introduce this constant in a Fitch proof. The elimination rule
for a constant allows us to infer conclusions from sentences that contain
this constant.

The rules for ‘∧’ are the simplest, so let us begin with them.



Conjunction Elimination

n ϕ1 ∧ ... ∧ ϕi ∧ ... ∧ ϕk

...

I ϕi ∧ Elim: n

If a conjunction appears on some line of a Fitch proof, Conjunction
Elimination allows you to infer any of its conjuncts.



Conjunction Introduction

n1 ϕ1

...

nk ϕk

...

I ϕ1 ∧ ... ∧ ϕk ∧ Intro: n1,...,nk

Conjunction Introduction allows you to conjoin sentences appearing on
previous lines of a Fitch proof.



1 A ∧ B ∧ C Premise

2 A ∧ Elim: 1

3 B ∧ Elim: 1

4 A ∧ B ∧ Intro: 2,3

N. B. We are being a bit sloppy here. The conjunction rules are sensitive
to omitted parentheses:

1 (A ∧ (B ∧ C )) Premise

2 A ∧ Elim: 1

3 (B ∧ C ) ∧ Elim: 1

4 B ∧ Elim: 3

5 (A ∧ B) ∧ Intro: 2,4

1 ((A ∧ B) ∧ C ) Premise

2 (A ∧ B) ∧ Elim: 1



1 (A ∨ B) ∧ (B ∨ C ) ∧ (C ∨ D) ∧ E Premise

2 B ∨ C ∧ Elim: 1

3 E ∧ Elim: 1

4 E ∧ (B ∨ C ) ∧ Intro: 2,3

N. B. We sometimes need to reintroduce parentheses to avoid ambiguity.



In real-life informal reasoning, these inferences involving conjunction are
too simple to warrant mention. They are not made explicit.

When communicating informal proofs to one another, we typically omit
steps that are a waste of a hearer’s time.

When doing a formal proof, you can pretend that your hearer is a stupid
robot. Unless you make even the simplest steps explicit, this robot will be
unable to follow your proof.
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The introduction rule for ‘∨’ is also simple.

The elimination rule is more interesting.



Disjunction Introduction

n ϕi

...

I ϕ1 ∨ ... ∨ ϕi ∨ ... ∨ ϕk ∨ Intro: n

Disjunction Introduction allows you to disjoin sentences to the left
and/or right of a sentence appearing on a previous line of a Fitch proof.



1 A Premise

2 A ∨ B ∨ Intro: 1

3 C ∨ A ∨ Intro: 1

4 C ∨ A ∨ B ∨ (D ∧ (E ⊃ F )) ∨ Intro: 1



1 A Premise

2 A ∨ B ∨ Intro: 1

3 A ∨ C ∨ Intro: 1

4 A ∨ D ∨ Intro: 1

5 (A ∨ B) ∧ (A ∨ C ) ∧ (A ∨ D) ∧ Intro: 2,3,4



What about the elimination rule for ‘∨’?

It might be tempting to introduce the following rule:

n ϕ1 ∨ ... ∨ ϕi ∨ ... ∨ ϕk

...

I ϕi ∨ Elim: n

However, this rule would lead us astray, allowing us to infer things that
do not follow from what came before; for instance, we could infer ‘A’
from ‘A ∨ B’.



To motivate Disjunction Elimination, let us first consider a common
method of informal reasoning: proof by cases.

Roughly, the idea is this:

You might know that one of a number of circumstances obtains, but you
are not sure which.

Still, if you can show that all of these different circumstances result in a
particular outcome, then you can conclude that this outcome obtains.



Barwise and Etchemendy (p. 133-4) present a nice example of proof by
cases.

One the authors and his wife realize that the parking meter has expired
several hours earlier.

Husband: “At this point, either we’ve already gotten a ticket or we
haven’t. If we’ve gotten a ticket, we won’t get another one in the time it
takes us to get to the car, so rushing would serve no purpose. If we
haven’t gotten a ticket in the past several hours, it is extremely unlikely
that we will get one in the next few minutes, so again, rushing would be
pointless. In either event, there’s no need to rush.”

Wife: “Either we are going to get a ticket in the next few minutes or we
aren’t. If we are, then rushing might prevent it, which would be a good
thing. If we aren’t, then it will still be good exercise and will also show
our respect for the law, both of which are good things. So in either
event, rushing back to the car is a good thing to do.”



Proof by cases is formalized with this rule of inference in Fitch:

Disjunction Elimination

n ϕ1 ∨ ... ∨ ϕk

...

m1 ϕ1

...

m1 + l1 ψ
...

mk ϕk

...

mk + lk ψ

I ψ ∨ Elim: n,m1-m1 + l1,...,mk -mk + lk



Importantly, this is our first rule involving subproofs—mini proofs that
occur within the main proof.

ϕ Assumption

A subproof begins with an assumption that, unlike a premise, is only
temporarily available. In the subproof, this assumption acts like an
additional premise. But after the subproof ends, this assumption is no
longer in force.



Sentences in the main proof can be appealed to inside of a subproof:

ψ

ϕ Assumption

ϕ ∧ ψ ∧ Intro

By contrast, we cannot appeal freely to sentences in a subproof lower
down in the main proof:

ψ

ϕ Assumption

error → ϕ ∧ ψ ∧ Intro



1 (A ∧ B) ∨ (C ∧ D) Premise

2 A ∧ B Assumption

3 B ∧ Elim: 2

4 B ∨ D ∨ Intro: 3

5 C ∧ D Assumption

6 D ∧ Elim: 5

7 B ∨ D ∨ Intro: 6

8 B ∨ D ∨ Elim: 1,2-4,5-7



1 (A ∧ B) ∨ (A ∧ C ) Premise

2 A ∧ B Assumption

3 A ∧ Elim: 2

4 A ∧ C Assumption

5 A ∧ Elim: 4

6 A ∨ Elim: 1,2-3,4-5
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The negation rules of F capture another common informal proof method:
proof by contradiction (or indirect proof, or reductio ad absurdum).

Let us say that you want to establish that a particular claim holds. One
way to do this is to temporarily assume that the negation of this claim
holds and show that a contradiction follows from this assumption
together with things you know.

Why does this establish the original claim? Because you have shown that
its negation cannot hold.



Barwise and Etchemendy (p. 138) present a nice example of proof by
contradiction.

A defense attorney is concluding his defense at a murder trial.

Attorney: “The prosecution claims that my client killed the owner of the
KitKat Club. Assume that they are correct. You’ve heard their own
experts testify that the murder took place at 5:15 in the afternoon. We
also know the defendant was still at work at City Hall at 4:45, according
to the testimony of five co-workers. It follows that my client had to get
from City Hall to the KitKat Club in 30 minutes or less. But to make
that trip takes 35 minutes under the best circumstances, and police
records show that there was a massive traffic jam the day of the murder.
I submit that my client is innocent.”



Here is another example:

Assume that the Earth is flat. Then by now, many ships would have
sailed off its edges and disappeared. So, the Earth is not flat.

Here the derived contradiction is left implicit.



In order to formalize proof by contradiction in Fitch, let us first introduce
a new symbol into our formal language.

Meet the contradiction symbol ‘⊥’ (aka ‘bottom’, ‘das Absurde’).

This symbol is always false:

A A ∧ ⊥
T T F F
F F F F

That is, ‘⊥’ is a TT-Impossibility.

The contradiction symbol ‘⊥’ is sometimes regarded as just an
abbreviation for ‘A ∧ ¬A’. But following Barwise and Etchemendy, we
treat ‘⊥’ as a new symbol in its own right.



Proof by contradiction is formalized with this rule of inference in Fitch:

Negation Introduction

n ϕ
...

m ⊥

I ¬ϕ ¬ Intro: n-m

Like Disjunction Elimination, Negation Introduction involves subproofs.
We are temporarily assuming ϕ and trying to show that this leads to a
contradiction.



The elimination rule for negation is much simpler:

Negation Elimination

n ¬¬ϕ
...

I ϕ ¬ Elim: n

This rule allows you to remove two consecutive occurrences of ‘¬’ at the
beginning of a sentence.

Why not also have a rule that lets you pass from ϕ to ¬¬ϕ? Because
this rule would be redundant (we will prove this shortly).



Having introduced the contradiction symbol ‘⊥’ into our language, we
also need introduction and elimination rules for it.

⊥ Introduction

n ϕ
...

m ¬ϕ

I ⊥ ⊥ Intro: n,m

This rule allows you to derive das Absurde from any sentence together
with its negation.



⊥ Elimination

n ⊥
...

I ϕ ⊥ Elim: n

This rule allows you to derive any sentence from das Absurde.

Everything follows from a contradiction. The shit has hit the fan.



Negation Introduction, Negation Elimination, and ⊥ Introduction are
usually used as a package in running proof by contradiction inside Fitch:

1 B Premise

2 ¬B Premise

3 ¬A Assumption

4 ⊥ ⊥ Intro: 1,2

5 ¬¬A ¬ Intro: 3-4

6 A ¬ Elim: 5



As mentioned, a rule that lets you pass from ϕ to ¬¬ϕ would be
redundant.

1 A Premise

2 ¬A Assumption

3 ⊥ ⊥ Intro: 1,2

4 ¬¬A ¬ Intro: 2-3



In fact, ⊥ Elimination is redundant.

1 ⊥ Premise

2 ¬A Assumption

3 ⊥ Reit: 1

4 ¬¬A ¬ Intro: 2-3

5 A ¬ Elim: 4



1 ¬A ∨ ¬B Premise

2 ¬A Assumption

3 A ∧ B Assumption

4 A ∧ Elim: 3

5 ⊥ ⊥ Intro: 2,4

6 ¬(A ∧ B) ¬ Intro: 3-5

7 ¬B Assumption

8 A ∧ B Assumption

9 B ∧ Elim: 8

10 ⊥ ⊥ Intro: 7,9

11 ¬(A ∧ B) ¬ Intro: 8-10

12 ¬(A ∧ B) ∨ Elim: 1,2-6,7-11



Some Fitch proofs begin with no premises.

1 A ∧ ¬A Assumption

2 A ∧ Elim: 1

3 ¬A ∧ Elim: 1

4 ⊥ ⊥ Intro: 2,3

5 ¬(A ∧ ¬A) ¬ Intro: 1-4



1 ¬(A ∨ ¬A) Assumption

2 A Assumption

3 A ∨ ¬A ∨ Intro: 2

4 ⊥ ⊥ Intro: 1,3

5 ¬A ¬ Intro: 2-4

6 A ∨ ¬A ∨ Intro: 5

7 ⊥ ⊥ Intro: 1,6

8 ¬¬(A ∨ ¬A) ¬ Intro: 1-7

9 A ∨ ¬A ¬ Elim: 8
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The final set of Fitch rules for the time being are introduction and
elimination rules for the material conditional ‘⊃’ and biconditional ‘≡’.

The elimination rules are simple.

The introduction rule for the conditional involves subproofs.



Conditional Elimination

n ϕ ⊃ ψ
...

m ϕ
...

I ψ ⊃ Elim: n,m

Conditional Elimination allows you to pass from a material conditional
sentence and its antecedent to its consequent.

This rule is also known as modus ponens.



Biconditional Elimination

n ϕ ≡ ψ (or ψ ≡ ϕ)
...

m ϕ
...

I ψ ≡ Elim: n,m

Biconditional Elimination allows you to pass from a material biconditional
sentence and one of its sides to the other.



1 A ⊃ B Premise

2 B ⊃ C Premise

3 C ⊃ D Premise

4 A Premise

5 B ⊃ Elim: 1,4

6 C ⊃ Elim: 2,5

7 D ⊃ Elim: 3,6



1 A ≡ (B ≡ (C ≡ D)) Premise

2 A ∧ B ∧ C Premise

3 A ∧ Elim: 2

4 B ≡ (C ≡ D) ≡ Elim: 1,3

5 B ∧ Elim: 2

6 C ≡ D ≡ Elim: 4,5

7 C ∧ Elim: 2

8 D ≡ Elim: 6,7

9 D ∨ E ∨ Intro: 8



The introduction rule for the material conditional captures another
common informal proof method: conditional proof.

This method is straightforward:

To establish that a conditional claim holds, one can assume that its
antecedent holds and show that its consequent holds on this assumption.



Barwise and Etchemendy (p. 201) present a nice example of conditional
proof:

Bill is deciding whether or not to take Postmodernism. His friend Sarah
is trying to talk him out of it.

Sarah: “Suppose you take Postmodernism. Then either you will adopt
the postmodern disdain for rationality or you won’t. If you don’t, you will
fail the class, which will lower your GPA so much that you will not get
into medical school. But if you do adopt the postmodern contempt
towards rationality, you won’t be able to pass organic chemistry, and so
will not get into medical school. So in either case, you will not get into
medical school. Hence, if you take Postmodernism, you won’t get into
medical school.”



Conditional proof is formalized with this rule of inference in Fitch:

Conditional Introduction

n ϕ
...

m ψ

I ϕ ⊃ ψ ⊃ Intro: n-m

Like Disjunction Elimination and Negation Introduction, Conditional
Introduction involves subproofs. We are temporarily assuming ϕ and
trying to prove ψ in the subproof in order to establish ϕ ⊃ ψ.



Biconditional Introduction

n ϕ ⊃ ψ
...

m ψ ⊃ ϕ
...

I ϕ ≡ ψ ≡ Intro: n,m

Biconditional Introduction allow you to form a material biconditional
from a material conditional and its converse.



Barwise and Etchemendy present this rule:

n1 ϕ
...

m1 ψ
...

n2 ψ
...

m2 ϕ

I ϕ ≡ ψ ≡ Intro: n1-m1,n2-m2

However, our version and their version of Biconditional Introduction are
equivalent. There is not much to choose between them.



1 A ⊃ (B ⊃ C ) Premise

2 B Premise

3 A Assumption

4 B ⊃ C ⊃ Elim: 1,3

5 C ⊃ Elim: 4,2

6 A ⊃ C ⊃ Intro: 3-5



1 A ≡ (B ≡ C ) Premise

2 A ≡ B Assumption

3 A Assumption

4 B ≡ Elim: 2,3

5 B ≡ C ≡ Elim: 1,3

6 C ≡ Elim: 5,4

7 A ⊃ C ⊃ Intro: 3-6

8 (A ≡ B) ⊃ (A ⊃ C ) ⊃ Intro: 2-7



1 A Assumption

2 ¬A Assumption

3 ⊥ ⊥ Intro: 1,2

4 ¬¬A ¬ Intro: 2-3

5 A ⊃ ¬¬A ⊃ Intro: 1-4

6 ¬¬A Assumption

7 A ¬ Elim: 6

8 ¬¬A ⊃ A ⊃ Intro: 6-7

9 A ≡ ¬¬A ≡ Intro: 5,8
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Lately, we have been spending a lot of time proving things in the tight
confines of the Fitch system F .

Let us now step back and consider how this relates to our wider project.



Recall our informal target notion:

Def 1.1.2. The argument from ϕ1, ..., ϕn to ψ is logically valid just in
case it is impossible for each of ϕ1, ..., ϕn to be true and for ψ to be false
by virtue of logical form.

Recall the constellation of logical notions surrounding it:

Def 1.1.5. A claim ϕ is a logical truth just in case it is impossible for ϕ
to be false by virtue of its logical form.

Def 1.1.6. A claim ϕ is a logical falsehood just in case it is impossible
for ϕ to be true by virtue of its logical form.

Def 1.1.7. A claim ϕ is logically possible just in case it is possible for ϕ
to be true by virtue of its logical form.

Def 1.1.8. Claims ϕ and ψ are logically equivalent just in case it is
impossible for their truth values to differ by virtue of logical form.

And so forth.



These logical notions are imprecise so we introduced sharp formal
analogues of these notions in sentential logic.

For example:

Def 1.1.2. The argument from ϕ1, ..., ϕn to ψ is logically valid just in
case it is impossible for each of ϕ1, ..., ϕn to be true and for ψ to be false
by virtue of logical form.

Def 1.3.5. The argument from ϕ1, ..., ϕn to ψ in LSENT is tautologically
valid just in case there is no row in the joint truth table for the premises
ϕ1, ..., ϕn and conclusion ψ where the final column for each of ϕ1, ..., ϕn

contains T but the final column for ψ contains F.

And similarly for the other logical notions.

The hope, again, is that the formal notion of tautological validity
extensionally coincides with the informal notion of logical validity. We
want this: the argument from ϕ1, ..., ϕn to ψ is logically valid just in case
the translation of this argument into LSENT is tautologically valid.

If the formal and informal notions coincide, then we can use our truth
table technology to determine whether an English argument is valid.



How does Fitch fit into all of this?

Some useful notation:

ϕ1, ..., ϕn |=SENT ψ: ψ is a tautological consequence of {ϕ1, ..., ϕn}.

ϕ1, ..., ϕn `F ψ: ψ is provable in the Fitch system F from ϕ1, ..., ϕn.

Main point: |=SENT and `F are two sides of the same coin.



Thm 1.11.1 (Soundness Theorem for Sentential Logic).
If ϕ1, ..., ϕn `F ψ, then ϕ1, ..., ϕn |=SENT ψ.

[see Barwise and Etchemendy 8.3]

Soundness tells us that Fitch will not lead us astray. We can prove only
tautological consequences from a set of premises.

If we establish that the argument from ϕ1, ..., ϕn to ψ is tautologically
invalid using truth tables, we know that ψ is not provable from ϕ1, ..., ϕn

in the Fitch system F .

While Barwise and Etchemendy prove the Soundness Theorem rigorously
in 8.3, this result should not be that surprising. Each of the individual
rules of F clearly preserves truth.

But can we prove everything that we want to in Fitch? A proof system
with only Reiteration would be sound but it would not be very useful.



Thm 1.11.2 (Completeness Theorem for Sentential Logic).
If ϕ1, ..., ϕn |=SENT ψ, then ϕ1, ..., ϕn `F ψ.

[see Barwise and Etchemendy 8.3]

Completeness tells us that Fitch is very powerful—as powerful as we
would want it to be at present. Every tautological consequence of a set
of premises is provable in F from these premises.

If we establish that the argument from ϕ1, ..., ϕn to ψ is tautologically
valid using truth tables, we know that ψ is provable from ϕ1, ..., ϕn in the
Fitch system F (it might still be very difficult to find an actual proof!).

Barwise and Etchemendy prove the Completeness Theorem in 17.2. The
proof is fairly advanced.



Putting Soundness and Completeness together gives us this equivalence:

ϕ1, ..., ϕn |=SENT ψ iff ϕ1, ..., ϕn `F ψ.

Again: |=SENT and `F are two sides of the same coin.



Def 1.3.5. The argument from ϕ1, ..., ϕn to ψ in LSENT is tautologically
valid just in case there is no row in the joint truth table for the premises
ϕ1, ..., ϕn and conclusion ψ where the final column for each of ϕ1, ..., ϕn

contains T but the final column for ψ contains F.

How to establish that an argument from ϕ1, ..., ϕn to ψ is tautologically
valid in Fitch?

Prove ψ from ϕ1, ..., ϕn!

To show that an argument is tautologically valid, a proof is generally
preferable to a truth table. Using a truth table, we would need to show
that none of the rows is a bad row where the premises come out T but
the conclusion comes out F. If the table is large, this is a lot of work.

To show that an argument is tautologically invalid, the truth table
approach is preferable. We must provide only a single counter-model
(i.e., bad row of a truth table).



Def 1.3.1. A sentence ϕ of LSENT is a TT-Necessity or tautology just in
case the final column in the truth table for ϕ contains only Ts.

That is, a sentence ϕ is a TT-Necessity just in case the argument from
no premises to ϕ is tautologically valid.

How to establish that a sentence ϕ is a TT-Necessity in Fitch?

Prove ψ from no premises!



Def 1.3.2. A sentence ϕ of LSENT is a TT-Impossibility just in case the
final column in the truth table for ϕ contains only Fs.

That is, a sentence ϕ is a TT-Impossibility just in case the argument
from ϕ to ⊥ is tautologically valid.

How to establish that a sentence ϕ is a TT-Impossibility in Fitch?

Prove ⊥ from ϕ!



Def 1.3.4. Sentences ϕ and ψ of LSENT are tautologically equivalent
just in case there is no row in their joint truth table where the truth
values differ in their final columns.

That is, sentences ϕ and ψ are tautologically equivalent just in case the
argument from ϕ to ψ is tautologically valid and the argument from ψ to
ϕ is tautologically valid.

How to establish that sentences ϕ and ψ are tautologically equivalent in
Fitch?

Prove ψ from ϕ and vice versa!
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• ¬A ∨ ¬B, ¬(A ∧ ¬B) `F ¬A

• A ⊃ (B ⊃ C ), (A ∧ D) ⊃ E , C ⊃ D `F (A ∧ B) ⊃ E

• ¬(A ∧ B) `F B ⊃ ¬A

• (A ∧ ¬B) ⊃ ¬A `F A ⊃ B

• ¬(A ⊃ B) `F ¬(¬A ∨ B)



1 ¬A ∨ ¬B Premise

2 ¬(A ∧ ¬B) Premise

3 A Assumption

4 ¬A Assumption

5 ⊥ ⊥ Intro: 3,4

6 ¬B Assumption

7 A ∧ ¬B ∧ Intro: 3,6

8 ⊥ ⊥ Intro: 2,7

9 ⊥ ∨ Elim: 1,4-5,6-8

10 ¬A ¬ Intro: 3-9



1 A ⊃ (B ⊃ C ) Premise

2 (A ∧ D) ⊃ E Premise

3 C ⊃ D Premise

4 A ∧ B Assumption

5 A ∧ Elim: 4

6 B ⊃ C ⊃ Elim: 1,5

7 B ∧ Elim: 4

8 C ⊃ Elim: 6,7

9 D ⊃ Elim: 3,8

10 A ∧ D ∧ Intro: 5,9

11 E ⊃ Elim: 2,10

12 (A ∧ B) ⊃ E ⊃ Intro: 4,11



1 ¬(A ∧ B) Premise

2 B Assumption

3 A Assumption

4 A ∧ B ∧ Intro: 3,2

5 ⊥ ⊥ Intro: 1,4

6 ¬A ¬ Intro: 3-5

7 B ⊃ ¬A ⊃ Intro: 2-6



1 (A ∧ ¬B) ⊃ ¬A Premise

2 A Assumption

3 ¬B Assumption

4 A ∧ ¬B ∧ Intro: 2,3

5 ¬A ⊃ Elim: 1,4

6 ⊥ ⊥ Intro: 2,5

7 ¬¬B ¬ Intro: 3-6

8 B ¬ Elim: 7

9 A ⊃ B ⊃ Intro: 2-8



1 ¬(A ⊃ B) Premise

2 ¬A ∨ B Assumption

3 A Assumption

4 ¬A Assumption

5 ⊥ ⊥ Intro: 3,4

6 B ⊥ Elim: 5

7 B Assumption

8 B Reit: 7

9 B ∨ Elim: 2,4-6,7-8

10 A ⊃ B ⊃ Intro: 3,9

11 ⊥ ⊥ Intro: 1,10

12 ¬(¬A ∨ B) ¬ Intro: 2-11
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So far, logic seems to be doing a pretty good job.

Many logically valid arguments come out tautologically valid:

(1) Mark Twain wrote The Adventures of Tom Sawyer or The Wind in
the Willows. He did not write The Wind in the Willows. Therefore,
Mark Twain wrote The Adventures of Tom Sawyer.

Translation of (1): A ∨W , ¬W ∴ A.

A ∨W ,¬W |=SENT A.

(2) If Samuel Clemens wrote Adventures of Huckleberry Finn, then
Samuel Clemens is Mark Twain. Samuel Clemens wrote Adventures
of Huckleberry Finn. Therefore, Samuel Clemens is Mark Twain.

Translation of (2): A ⊃ M, A ∴ M.

A ⊃ M,A |=SENT M.



Moreover, many logically invalid arguments come out tautologically
invalid:

(3) Mark Twain wrote The Adventures of Tom Sawyer. After all, he
wrote The Adventures of Tom Sawyer or The Wind in the Willows.

Translation of (3): A ∨W ∴ A.

A ∨W 6|=SENT A.

(4) If Samuel Clemens wrote Adventures of Huckleberry Finn, then
Samuel Clemens is Mark Twain. Samuel Clemens is Mark Twain.
Therefore, Samuel Clemens wrote Adventures of Huckleberry Finn.

Translation of (4): A ⊃ M, M ∴ A.

A ⊃ M,M 6|=SENT A.



Is our job done? Not quite.

Consider the following arguments:

(5) Somebody wrote The Wind in the Willows. Mark Twain did not
write The Wind in the Willows. Therefore, somebody other than
Mark Twain wrote The Wind in the Willows.

(6) Mark Twain wrote The Adventures of Tom Sawyer. Samuel Clemens
is Mark Twain. Therefore, Samuel Clemens wrote The Adventures
of Tom Sawyer.

Both of these arguments are logically valid but tautologically invalid:

Translation of (5): A, ¬B ∴ C .

A,¬B 6|=SENT C .

Translation of (6): A, B ∴ C .

A,B 6|=SENT C .



Though sentential logic delivers the right results for (1)-(4), sentential
logic delivers the wrong results for (5)-(6).

More generally, whereas all tautologically valid arguments are logically
valid, some logically valid arguments are tautologically invalid.

Upshot: Tautological validity does not extensionally capture our informal
target notion of logical validity. It seems that there is more to logical
form than just sentential form.



What to do? Get more sophisticated.

In the remainder of our course, we will be working with more fine-grained
languages that capture more logical form than LSENT .

As before, we will precisely specify the syntax and semantics of each
language and introduce new formal logical notions that are intended to
capture our informal target logical notions. We will also extend the Fitch
system F with new proof rules appropriate to these richer languages.

Let us now turn to the language of (monadic) predicate logic LPRED .



First off, we will learn the syntax of LPRED . We will then translate
English sentences into this new language to get more of a feel for it.

Def 2.1.1. The lexicon of LPRED consists of the following symbols:

• Constant symbols ‘a’, ‘b’, ‘c ’, ...

• 1-place predicate symbols ‘P’, ‘Q’, ‘R’, ...

• Variables ‘x ’, ‘y ’, ‘z ’, ...

• Sentential constants ‘¬’, ‘∧’, ‘∨’, ‘⊃’, and ‘≡’

• Quantifier symbols ‘∀’ and ‘∃’

• Parentheses ‘(’ and ‘)’

Def 2.1.2. The constant symbols and variables are the terms of LPRED .



Def 2.1.3. The generative grammar of LPRED consists of these rules:

(i) A predicate followed by a constant or variable is a wff.

(ii) If ϕ is a wff, then ‘¬’ a ϕ is a wff.

(iii) If ϕ and ψ are wffs, then ‘(’ a ϕ a ‘∧’ a ψ a ‘)’ is a wff.

(iv) If ϕ and ψ are wffs, then ‘(’ a ϕ a ‘∨’ a ψ a ‘)’ is a wff.

(v) If ϕ and ψ are wffs, then ‘(’ a ϕ a ‘⊃’ a ψ a ‘)’ is a wff.

(vi) If ϕ and ψ are wffs, then ‘(’ a ϕ a ‘≡’ a ψ a ‘)’ is a wff.

(vii) If ϕ is a wff, then ‘∀’ a v a ϕ is a wff. (‘v ’ ranges over variables)

(viii) If ϕ is a wff, then ‘∃’ a v a ϕ is a wff.

(ix) Nothing else is a wff.

Def 2.1.4. A predicate symbol followed by a constant symbol or variable
is an atomic wff.

Note that all wffs of LPRED are built up from the atomic wffs.



Is ‘(Aa ∧ Bb)’ a wff? Yes.

• By rule (i), ‘Aa’ and ‘Bb’ are wffs.

• By rule (iii), ‘(Aa ∧ Bb)’ is a wff.



Is ‘∀x(¬Ax ∨ ¬Bx)’ a wff? Yes.

• By rule (i), ‘Ax ’ and ‘Bx ’ are wffs.

• By rule (ii), ‘¬Ax ’ and ‘¬Bx ’ are wffs.

• By rule (iv), ‘(¬Ax ∨ ¬Bx)’ is a wff.

• By rule (vii), ‘∀x(¬Ax ∨ ¬Bx)’ is a wff.



Is ‘∀xyAxy ’ a wff? No.

• By rule (ix), ‘∀xyAxy ’ is not a wff.



Is ‘(∃xAx ⊃ By)’ a wff? Yes.

• By rule (i), ‘Ax ’ and ‘By ’ are wffs.

• By rule (viii), ‘∃xAx ’ is a wff.

• By rule (v), ‘(∃xAx ⊃ By)’ is a wff.



Is ‘∀x∃y∀zAx ’ a wff? Yes.

• By rule (i), ‘Ax ’ is a wff.

• By rule (vii), ‘∀zAx ’ is a wff.

• By rule (viii), ‘∃y∀zAx ’ is a wff.

• By rule (vii), ‘∀x∃y∀zAx ’ is a wff.



Constants

[see Barwise and Etchemendy 1.1]

The constants in LPRED function like names in that they refer to
individuals.

‘Mark Twain’ can be translated as ‘m’ [m: Mark Twain].

‘Samuel Clemens’ can be translated as ‘s’ [s: Samuel Clemens].

‘The Adventures of Tom Sawyer’ can be translated as ‘a’ [a: The
Adventures of Tom Sawyer].

Each constant must refer to exactly one individual. Compare English
where a name like ‘Albert Einstein’ can refer to multiple individuals (the
scientist, my dog), and the expression ‘Sherlock Holmes’ arguably refers
to nothing at all.

Different constants in LPRED can refer to the same individual.

Some individuals might go unnamed.



Predicates

[see Barwise and Etchemendy 1.2]

The 1-place predicates in LPRED are used to express properties of
individuals.

‘...is a writer’ can be translated as ‘W ’ [W : is a writer].

‘...is a book’ can be translated as ‘B’ [B: is a book].

‘...is American’ can be translated as ‘A’ [A: is American].

Later on in our course, we will introduce n-place predicate symbols that
will allow us to express more complicated relations between individuals.



Atomic Sentences

[see Barwise and Etchemendy 1.3]

Now that we understand how constants and predicates work, we can start
translating some English sentences into LPRED .

(7) Samuel Clemens is a writer.

Translation of (7): Ws [s: Samuel Clemens, W : is a writer].

(8) The Adventures of Tom Sawyer is a book.

Translation of (8): Ba [a: The Adventures of Tom Sawyer, B: is a
book].

Whereas both (7) and (8) would be translated using a single sentence
letter in LSENT , we are now capturing more logical structure in LPRED .



Non-Quantified Sentences

Our old friends ‘¬’, ‘∧’, ‘∨’, ‘⊃’, and ‘≡’ have the same meaning as
before. We can use them to translate more complicated English
sentences.

(9) Mark Twain is a writer if and only if Samuel Clemens is a writer.

Translation of (9): Wm ≡Ws [m: Mark Twain, s: Samuel Clemens,
W : is a writer].

(10) Mark Twain is a writer unless he is French.

Translation of (10): ¬Fm ⊃Wm [m: Mark Twain, W : is a writer,
F : is French].

(11) Neither Mark Twain nor Samuel Clemens is a book.

Translation of (11): ¬(Bm ∨ Bs) [m: Mark Twain, s: Samuel Clemens,
B: is a book].



Variables

[Barwise and Etchemendy 9.1]

Let us now consider more complex sentences involving quantifiers.

To handle quantification structure, we need the variables in LPRED .

Grammatically, variables behave like constants in that they follow
predicates in atomic wffs (recall that the constants and variables are the
terms of LPRED).

Semantically, however, variables behave very differently from constants.
As we will see, variables do not refer to individuals; they are not names.
Rather, variables are placeholders used to indicate relationships between
quantifiers and the argument positions of predicates.

This will become clearer in due course. It is time to discuss quantifiers.



Universal Quantifier ∀xAx

[see Barwise and Etchemendy 9.2]

Terminology: ‘∀xAx ’ is a universal quantified sentence.

Alternative notation: (x)Ax ,
∧

xAx , ΠxAx .

‘∀’ is used to make claims about all individuals. Read ‘∀x ’ as ‘For each
individual x ...’

English cues: ‘everything’, ‘each thing’, ‘all things’, ‘anything’.

(12) Everything is illuminated.

(13) Each thing is illuminated.

(14) All things are illuminated.

Translation of (12)-(14): ∀xIx [I : is illuminated].

The choice of variable is unimportant here: ‘∀yIy ’ works equally well.
What is important is that the same variable follows both ‘∀’ and ‘I ’.



Existential Quantifier ∃xAx

[see Barwise and Etchemendy 9.2]

Terminology: ‘∃xAx ’ is an existential quantified sentence.

Alternative notation: (Ex)Ax ,
∨

xAx , ΣxAx .

‘∃’ is used to make claims about some individuals. Read ‘∃x ’ as ‘For
some individual x ...’

English cues: ‘something’, ‘at least one thing’, ‘a’, ‘an’.

(15) Something is illuminated.

(16) At least one thing is illuminated.

(17) A thing is illuminated.

Translation of (15)-(17): ∃xIx [I : is illuminated].

Again, the choice of variable is unimportant here: ‘∃yIy ’ works as well.



Quantifiers take us back to the origin of logic in Aristotle’s syllogisms.

Aristotle was chiefly interested in sentences of the following four forms:

(18) All authors are creative.

(19) Some authors are creative.

(20) No authors are creative.

(21) Some authors are not creative.

Translation of (18): ∀x(Ax ⊃ Cx) [A: is an author, C : is creative].

Why not ∀x(Ax ∧ Cx)? Because not everyone is a creative author.

Translation of (19): ∃x(Ax ∧ Cx) [A: is an author, C : is creative].

Why not ∃x(Ax ⊃ Cx)? Because, as we will see, this holds so long as
there is anything that is either not an author or is creative.

Translation of (20): ∀x(Ax ⊃ ¬Cx) [A: is an author, C : is creative].

Translation of (21): ∃x(Ax ∧ ¬Cx) [A: is an author, C : is creative].



Let us consider some more examples involving complex noun phrases.

(22) A brilliant female novelist is visiting.

Translation of (22): ∃x(Bx ∧ Fx ∧ Nx ∧ Vx) [B: is brilliant,
F : is female, N: is a novelist, V : is visiting].

(23) Virginia Woolf and a French painter are in town.

Translation of (23): Tv ∧ ∃x(Fx ∧ Px ∧ Tx) [v : Virginia Woolf,
F : is French, P: is a painter, T : is in town].

(24) Every entertaining well-written book is worth reading.

Translation of (24): ∀x((Ex ∧Wx ∧ Bx) ⊃ Rx) [E : is entertaining,
W : is well-written, B: is a book, R: is worth reading].

(25) Everyone is either an English writer or a French painter.

Translation of (25): ∀x((Ex ∧Wx) ∨ (Fx ∧ Px)) [E : is English,
W : is a writer, F : is French, P: is a painter].



Let us also consider some examples with multiple quantifiers.

(26) If everyone is a writer then someone is also a painter.

Translation of (26): ∀xWx ⊃ ∃yPy [W : is a writer, P: is a painter].

We do not really need to use two different variables here but it was time
to let ‘y ’ have some of the spotlight!

(27) All English writers are creative just in case all French painters are
artistic.

Translation of (27): ∀x((Ex ∧Wx) ⊃ Cx) ≡ ∀x((Fx ∧ Px) ⊃ Ax)
[E : is English, W : is a writer, C : is creative, F : is French, P: is a
painter, A: is artistic].

(28) Some novelists are not imaginative and some painters are not
expressive.

Translation of (28): ∃x(Nx ∧ ¬Ix) ∧ ∃y(Py ∧ ¬Ey) [N: is a novelist,
I : is imaginative, P: is a painter, E : is expressive].



Now that we have gotten some practice translating quantified sentences,
let us close with a few more points about their syntax.

Def 2.1.5. The scope of a quantifier is the wff that it attaches to in the
generative grammar.

Examples:

What is the scope of ‘∀x ’ in ‘∀x(Px ⊃ Qx)’?

‘(Px ⊃ Qx)’

What is the scope of ‘∀y ’ in ‘(∀yPy ⊃ Qy)’?

‘Py ’

What is the scope of ‘∀z ’ in ‘∀x∃y∀zAx ’?

‘Ax ’

What is the scope of ‘∀x ’ in ‘∀x∃y∀zAx ’?

‘∃y∀zAx ’



Def 2.1.6. A quantifier ‘∀’ a v or ‘∃’ a v binds all of the occurrences of
variable v in its scope that are not already bound by another quantifier.
The variables in a wff that are bound by some quantifier are bound
variables. The variables not bound by any quantifier are free variables.

Examples:

What are the free/bound variables in ‘∀x∃y(Px ∧ Qy ∧ Rz)’?

Bound: ∀x∃y(Px ∧ Qy ∧ Rz)

Bound: ∀x∃y(Px ∧ Qy ∧ Rz)

Free: ∀x∃y(Px ∧ Qy ∧ Rz)

What are the free/bound variables in ‘∀x(∃yPy ⊃ ∃x(Qx ∧ Ry))’?

Bound: ∀x(∃yPy ⊃ ∃x(Qx ∧ Ry))

Bound: ∀x(∃yPy ⊃ ∃x(Qx ∧ Ry))

Free: ∀x(∃yPy ⊃ ∃x(Qx ∧ Ry))

Note that the leftmost universal quantifier is inert.



Def 2.1.7. A wff without free variables is a sentence.

Examples:

‘∀x∃y∀z(Px ∧ Qy ∧ Rz)’

‘∃yPy ⊃ ∃x∃y(Qx ∧ Ry))’

Note that the translation of each English sentence that we have
considered is a sentence of LPRED .

Unlike formulae with free variables, sentences are true or false.

If we utter something like ‘x is tall’ or ‘x is married to y ’, then we have
not put forth a truth-evaluable expression.

Question: Under what conditions is a sentence of LPRED true?

This brings us to semantics.
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Now that we have specified the syntax of LPRED , let us give a semantics
for this language.

Recall that a model M for a language L is the basic information required
to determine the truth values of all sentences in this language.

For LSENT , the models are assignments of truth values to the sentence
letters. Since the sentential constants ‘¬’, ‘∧’, ‘∨’, ‘⊃’, and ‘≡’ are truth
functional, this is enough information to determine the truth values of all
sentences in LSENT .

What about LPRED? What information do we need to determine the
truth values of all sentences, quantified and non-quantified, in the
language of predicate logic?



Def 2.2.1. A model M = 〈D, I〉 for LPRED consists of two ingredients:

• A domain D of individuals

• An interpretation function I that maps each constant symbol in
LPRED to an object in D and each predicate symbol in LPRED to a
set of objects in D

The domain D contains those individuals that are relevant when
considering whether a sentence in LPRED is true.

The constant symbol c names the object I(c).

The predicate symbol P expresses a property instantiated by each
member of I(P) and only the members of this set.

Notational aside: c and P are used here as metavariables ranging over
constant and predicate symbols respectively.



Example:

Three Stooge language:

• Constants: ‘c ’, ‘m’, ‘l ’

• Predicates: ‘S ’ (read: ‘is a stooge’), ‘C ’ (read: ‘smokes cigars’)

A model M = 〈D, I〉 for this language:

• D = {Curly,Moe, Larry,Bob}

• I(‘c ’) = Curly

• I(‘m’) = Moe

• I(‘l ’) = Larry

• I(‘S ’) = {Curly,Moe, Larry}

• I(‘C ’) = {Larry,Bob}

Note that Bob is unnamed.



M

Curly

Larry

Moe

Bob

c

l

m

S

C



Again, such a model provides the basic information required to determine
the truth values of all sentences in the monadic predicate Three Stooge
language, no matter how complex.

To see this, let us first consider some atomic sentences.

(1) Curly is a stooge.

(2) Moe smokes cigars.

(3) Larry smokes cigars.

Translation of (1): Sc .

Translation of (2): Cm.

Translation of (3): Cl .

Def 2.2.2. An atomic sentence consisting of a predicate followed by a
constant is true in model M just in case the individual named by the
constant has the property expressed by the predicate in this model.

That is, Pc is true in 〈D, I〉 iff I(c) is a member of I(P).



M

Curly

Larry

Moe

Bob

c

l

m

S

C

Is ‘Sc ’ true or false in M? True. I(‘c ’) is a member of I(‘S ’).

Is ‘Cm’ true or false in M? False. I(‘m’) is not a member of I(‘C ’).

Is ‘Cl ’ true or false in M? True. I(‘l ’) is a member of I(‘C ’).



Keep in mind that truth is model-dependent; a sentence in LPRED can be
true in one model and false in another.

M

Curly

Larry

Moe

Bob

c

l

m

S

C

M′

Curly

Larry

Moe

Bob

c

l

m

C

S

Whereas ‘Sc ’ is true in M, this sentence is false in M′.

Whereas ‘Cm’ is false in M, this sentence is true in M′.

Whereas ‘Cl ’ is true in M, this sentence is false in M′.



Turning to more complex non-quantified sentences in LPRED built up
using ‘¬’, ‘∧’, ‘∨’, ‘⊃’, and ‘≡’, we can apply this recursive definition:

Def 2.2.3. Truth in a model M for sentences involving the sentential
constants is defined as follows:

(i) ¬ϕ is true in M iff ϕ is false in M.

(ii) ϕ ∧ ψ is true in M iff both ϕ and ψ are true in M.

(iii) ϕ ∨ ψ is true in M iff either ϕ or ψ is true in M.

(iv) ϕ ⊃ ψ is true in M iff either ϕ is false or ψ is true in M.

(v) ϕ ≡ ψ is true in M iff ϕ and ψ have the same truth value in M.



(4) Moe and Larry are both stooges.

Translation of (4): Sm ∧ Sl .

(5) Curly is a stooge or Curly is not a stooge.

Translation of (5): Sc ∨ ¬Sc .

(6) If Larry smokes cigars, then Moe smokes cigars just in case Curly
does not.

Translation of (6): Cl ⊃ (Cm ≡ ¬Cc).

(7) Curly is a stooge unless either Moe or Larry smokes cigars.

Translation of (7): ¬(Cm ∨ Cl) ⊃ Sc .



M

Curly

Larry

Moe

Bob

c

l

m

S

C

Is ‘Sm ∧ Sl ’ true or false in M? True.

By Def 2.2.2, ‘Sm’ is true and ‘Sl ’ is true.

By Def 2.2.3 (ii), ‘Sm ∧ Sl ’ is true.



M

Curly

Larry

Moe

Bob

c

l

m

S

C

Is ‘Sc ∨ ¬Sc ’ true or false in M? True.

By Def 2.2.2, ‘Sc ’ is true.

By Def 2.2.3 (i), ‘¬Sc ’ is false.

By Def 2.2.3 (iii), ‘Sc ∨ ¬Sc ’ is true.



M

Curly

Larry

Moe

Bob

c

l

m

S

C

Is ‘Cl ⊃ (Cm ≡ ¬Cc)’ true or false in M? False.

By Def 2.2.2, ‘Cl ’ is true, ‘Cm’ is false, and ‘Cc ’ is false.

By Def 2.2.3 (i), ‘¬Cc ’ is true.

By Def 2.2.3 (v), ‘Cm ≡ ¬Cc ’ is false.

By Def 2.2.3 (iv), ‘Cl ⊃ (Cm ≡ ¬Cc)’ is false.



M

Curly

Larry

Moe

Bob

c

l

m

S

C

Is ‘¬(Cm ∨ Cl) ⊃ Sc ’ true or false in M? True.

By Def 2.2.2, ‘Cm’ is false, ‘Cl ’ is true, and ‘Sc ’ is true.

By Def 2.2.3 (iii), ‘Cm ∨ Cl ’ is true.

By Def 2.2.3 (i), ‘¬(Cm ∨ Cl)’ is false.

By Def 2.2.3 (iv), ‘¬(Cm ∨ Cl) ⊃ Sc ’ is true.



Again, truth is model-dependent.

M

Curly

Larry

Moe

Bob

c

l

m

S

C

M′

Curly

Larry

Moe

Bob

c

l

m

C

S

Whereas ‘Sm ∧ Sl ’ true in M, this sentence is false in M′.

Whereas ‘Cl ⊃ (Cm ≡ ¬Cc)’ is false in M, this sentence is true in M′.

Note that ‘Sc ∨ ¬Sc ’ and ‘¬(Cm ∨ Cl) ⊃ Sc ’ are true in both models.



If we did not have quantifiers in our language, then we would be done.

‘∀’ and ‘∃’ complicate matters.

Note that it is not at all straightforward to add clauses for these
quantifiers to Def 2.2.3:

Def 2.2.3. Truth in a model M is defined as follows:

(i) ¬ϕ is true in M iff ϕ is false in M.

(ii) ϕ ∧ ψ is true in M iff both ϕ and ψ are true in M.

(iii) ϕ ∨ ψ is true in M iff either ϕ or ψ is true in M.

(iv) ϕ ⊃ ψ is true in M iff either ϕ is false or ψ is true in M.

(v) ϕ ≡ ψ is true in M iff ϕ and ψ have the same truth value in M.

(vi) ∀vϕ(v) is true in M iff ??? (ϕ(v) is a wff with at most v free)

(vii) ∃vϕ(v) is true in M iff ???

How can we give a compositional truth conditional semantics for the
quantifiers when ϕ(v) might not be a sentence (i.e., truth evaluable)?



To handle quantifiers, we must introduce the notion of satisfaction.

[see Barwise and Etchemendy 9.4]

Recall that some individuals in the domain D are named by constants
while others are not.

Let us now introduce a stock of extra constant symbols n1, n2, n3, ...
that we can use in our semantics to talk about individuals that do not
already have a name in the actual language under investigation.

Def 2.2.4. An object in the domain D satisfies ϕ(v) just in case the
sentence obtained from ϕ(v) by replacing every free occurrence of v with
a name for this object is true.



M

Curly

Larry

Moe

Bob

c

l

m

S

n1

C

Does Curly satisfy ‘Sx ’? Yes. ‘Sc ’ is true.

Does Bob satisfy ‘Cx ’? Yes. ‘Cn1’ is true.

Does Moe satisfy ‘Sx ∧ Cx ’? No. ‘Sm ∧ Cm’ is false.

Does Larry satisfy ‘Sx ⊃ (Cx ⊃ ¬Sx)’? No. ‘Sl ⊃ (Cl ⊃ ¬Sl)’ is false.

Does Bob satisfy ‘(Sc ∧ Sm) ≡ Cx ’? Yes. ‘(Sc ∧ Sm) ≡ Cn1’ is true.



Using this notion of satisfaction, we can give a semantics for ‘∀’ and ‘∃’:

Def 2.2.5. Truth in a model M for quantified sentences is defined as
follows:

(i) ∀vϕ(v) is true in M iff every object in the domain satisfies ϕ(v).

(ii) ∃vϕ(v) is true in M iff some object in the domain satisfies ϕ(v).

Putting Defs 2.2.2, 2.2.3, and 2.2.5 together, our semantics is complete.



(8) Some stooges smoke cigars.

Translation of (8): ∃x(Sx ∧ Cx).

(9) Everyone either smokes cigars or does not.

Translation of (9): ∀x(Cx ∨ ¬Cx).

(10) Someone is not a stooge and but there is not someone who does
not smoke cigars.

Translation of (10): ∃x¬Sx ∧ ¬∃x¬Cx .



M

Curly

Larry

Moe

Bob

c

l

m

S

C

Is ‘∃x(Sx ∧ Cx)’ true or false in M? True.

Larry satisfies ‘Sx ∧ Cx ’.

By Def 2.2.5 (ii), ‘∃x(Sx ∧ Cx)’ is true.



M

Curly

Larry

Moe

Bob

c

l

m

S

C

Is ‘∀x(Cx ∨ ¬Cx)’ true or false in M? True.

Curly satisfies ‘¬Cx ’, so satisfies ‘Cx ∨ ¬Cx ’.

Moe satisfies ‘¬Cx ’, so satisfies ‘Cx ∨ ¬Cx ’.

Larry satisfies ‘Cx ’, so satisfies ‘Cx ∨ ¬Cx ’.

Bob satisfies ‘Cx ’, so satisfies ‘Cx ∨ ¬Cx ’.

By Def 2.2.5 (i), ‘∀x(Cx ∨ ¬Cx)’ is true.



M
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l
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S
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Is ‘∃x¬Sx ∧ ¬∃x¬Cx ’ true or false in M? False.

Moe satisfies ‘¬Cx ’.

By Def 2.2.5 (ii), ‘∃x¬Cx ’ is true.

By Def 2.2.3 (i), ‘¬∃x¬Cx ’ is false.

By Def 2.2.3 (ii), ‘∃x¬Sx ∧ ¬∃x¬Cx ’ is false.



M

Curly
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Moe
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c

l
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S
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Is ‘∃x(¬Sx ⊃ Sx)’ true or false in M? True.

Curly does not satisfy ‘¬Sx ’, so satisfies ‘¬Sx ⊃ Sx ’.

By Def 2.2.5 (ii), ‘∃x(¬Sx ⊃ Sx)’ is true.



M

Curly

Larry

Moe

Bob

c

l

m

S

C

Is ‘∀x(Sx ∨ ∃yCy)’ true or false in M? True.

Bob satisfies ‘Cx ’.

By Def 2.2.5 (ii), ‘∃yCy ’ is true.

Curly, Moe, Larry, and Bob all satisfy ‘Sx ∨ ∃yCy ’.

By Def 2.2.5 (i), ‘∀x(Sx ∨ ∃yCy)’ is true.
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Is ‘∀x∃y(Sx ≡ Cy)’ true or false in M? True.

‘Sc ≡ Cn1’ is true.

Bob satisfies ‘Sc ≡ Cy ’.

By Def 2.2.5 (ii), ‘∃y(Sc ≡ Cy)’ is true.

Curly satisfies ‘∃y(Sx ≡ Cy)’.
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Is ‘∀x∃y(Sx ≡ Cy)’ true or false in M? True.

‘Sm ≡ Cn1’ is true.

Bob satisfies ‘Sm ≡ Cy ’.

By Def 2.2.5 (ii), ‘∃y(Sm ≡ Cy)’ is true.

Moe satisfies ‘∃y(Sx ≡ Cy)’.



M
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Is ‘∀x∃y(Sx ≡ Cy)’ true or false in M? True.

‘Sl ≡ Cn1’ is true.

Bob satisfies ‘Sl ≡ Cy ’.

By Def 2.2.5 (ii), ‘∃y(Sl ≡ Cy)’ is true.

Larry satisfies ‘∃y(Sx ≡ Cy)’.



M

Curly

Larry

Moe

Bob
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l
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S
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Is ‘∀x∃y(Sx ≡ Cy)’ true or false in M? True.

‘Sn1 ≡ Cm’ is true.

Moe satisfies ‘Sn1 ≡ Cy ’.

By Def 2.2.5 (ii), ‘∃y(Sn1 ≡ Cy)’ is true.

Bob satisfies ‘∃y(Sx ≡ Cy)’.



M

Curly

Larry

Moe

Bob

c

l

m

S
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Is ‘∀x∃y(Sx ≡ Cy)’ true or false in M? True.

Curly satisfies ‘∃y(Sx ≡ Cy)’.

Moe satisfies ‘∃y(Sx ≡ Cy)’.

Larry satisfies ‘∃y(Sx ≡ Cy)’.

Bob satisfies ‘∃y(Sx ≡ Cy)’.

By Def 2.2.5 (i), ‘∀x∃y(Sx ≡ Cy)’ is true.



As in sentential logic, we can define formal logical notion in terms of
truth in a model. The notion of truth in M is the golden thread that ties
our work in mathematical logic together.

Recall some of our earlier definitions:

Def 1.3.1. A sentence ϕ of LSENT is a TT-Necessity or tautology just in
case ϕ is true in all models for LSENT .

Def 1.3.2. A sentence ϕ of LSENT is a TT-Impossibility just in case ϕ is
true in no models for LSENT .

Def 1.3.5. The argument from ϕ1, ..., ϕn to ψ in LSENT is tautologically
valid just in case there is no model M for LSENT where each of the
premises ϕ1, ..., ϕn are true in M but the conclusion ψ is false in M.



Here are the analogous notions in predicate logic:

Def 2.2.6. A sentence ϕ of LPRED is a PRED-Necessity just in case ϕ is
true in all models for LPRED .

Def 2.2.7. A sentence ϕ of LPRED is a PRED-Impossibility just in case
ϕ is true in no models for LPRED .

Def 2.2.8. The argument from ϕ1, ..., ϕn to ψ in LPRED is PRED-valid
just in case there is no model M for LPRED where each of the premises
ϕ1, ..., ϕn are true in M but the conclusion ψ is false in M.

The hope is that these formal notions do a better job of capturing our
informal target notions of logical truth, logical falsehood, and logical
validity.



They do.

Consider this logical truth:

(11) Everyone is a stooge or is not a stooge.

Translation of (11): ∀x(Sx ∨ ¬Sx).

While (11) is not a TT-Necessity, it is a PRED-Necessity.

Why? Consider some model M = 〈D, I〉 for LPRED .

Every object in the domain D satisfies either ‘Sx ’ or ‘¬Sx ’, so satisfies
‘Sx ∨ ¬Sx ’.

‘∀x(Sx ∨ ¬Sx)’ is true in M.

But M was arbitrary; we have not appealed to its distinctive features.

So ‘∀x(Sx ∨ ¬Sx)’ is true in all models for LPRED .



Consider this logical falsehood:

(12) Someone is a stooge and is not a stooge.

Translation of (12): ∃x(Sx ∧ ¬Sx).

While (12) is not a TT-Impossibility, it is a PRED-Impossibility.

Why? Consider some model M = 〈D, I〉 for LPRED .

If an object in the domain D satisfies ‘Sx ’, then it cannot satisfy ‘¬Sx ’,
and vice versa. So no object satisfies ‘Sx ∧ ¬Sx ’.

‘∃x(Sx ∧ ¬Sx)’ is false in M.

But M was arbitrary; we have not appealed to its distinctive features.

So ‘∃x(Sx ∧ ¬Sx)’ is false in all models for LPRED .



Consider this logically valid argument:

(13) Everyone is a stooge. Everyone smokes cigars. Therefore, someone
is a stooge who smokes cigars.

Translation of (13): ∀xSx , ∀xCx ∴ ∃x(Sx ∧ Cx).

While (13) is not tautological valid, it is PRED-valid.

Why? Consider some model M = 〈D, I〉 for LPRED and assume that
‘∀xSx ’ and ‘∀xCx ’ are both true in M.

Since ‘∀xSx ’ is true in M, every object in the domain D satisfies ‘Sx ’.

Since ‘∀xCx ’ is true in M, every object in the domain D satisfies ‘Cx ’.

So some object in D clearly satisfies ‘Sx ∧ Cx ’.

‘∃x(Sx ∧ Cx)’ is true in M.

But M was arbitrary; we have not appealed to its distinctive features.

So the argument (13) preserves truth in all models for LPRED .



Proving that an argument is PRED-valid using the semantics is tricky.

Proving that an argument is PRED-invalid is easier.

To prove PRED-invalidity, we must find only a single counter-model; that
is, we must find a model in which the premises of the argument are true
but the conclusion is false.



(14) Everyone is a stooge. Someone smokes cigars. Therefore, everyone
is a stooge who smokes cigars.

Translation of (14): ∀xSx , ∃xCx ∴ ∀x(Sx ∧ Cx).

Counter-model M:

D = {Curly,Moe}

I(‘S ’) = {Curly,Moe}

I(‘C ’) = {Curly}

The premises ‘∀xSx ’ and ‘∃xCx ’ are true in M but the conclusion
‘∀x(Sx ∧ Cx)’ is false in M, so this argument is PRED-invalid.



(15) Someone is a stooge. Therefore, Curly is a stooge.

Translation of (15): ∃xSx ∴ Sc .

Counter-model M:

D = {Curly,Moe}

I(‘c ’) = Curly

I(‘S ’) = {Moe}

The premise ‘∃xSx ’ is true in M but the conclusion ‘Sc ’ is false in M, so
this argument is PRED-invalid.



(16) Everyone is either a stooge or smokes cigars. Therefore, everyone is
a stooge or everyone smokes cigars.

Translation of (16): ∀x(Sx ∨ Cx) ∴ ∀xSx ∨ ∀xCx .

Counter-model M:

D = {Curly,Moe}

I(‘S ’) = {Curly}

I(‘C ’) = {Moe}

The premise ‘∀x(Sx ∨ Cx)’ is true in M but the conclusion
‘∀xSx ∨ ∀xCx ’ is false in M, so this argument is PRED-invalid.
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Proving PRED-invalidity with models is straightforward but proving
PRED-validity with models is hard. Is there another way to do this?

Yes: Fitch proofs.

Let us now expand the Fitch system F with rules for ‘∀’ and ‘∃’.

[See Barwise and Etchemendy 12, 13]

Just as there were both introduction and elimination rules for the
sentential constants ‘¬’, ‘∧’, ‘∨’, ‘⊃’, ‘≡’ and the contradiction symbol
‘⊥’, there are both introduction and elimination rules for ‘∀’ and ‘∃’.

Two of these rules are easy.

Two of these rules are complicated.

We will begin with the easy rules.



Universal Elimination

n ∀vϕ(v)
...

I ϕ(c) ∀ Elim: n

where ϕ(c) is the sentence obtained from the wff ϕ(v) by replacing each
free occurrence of v with some arbitrary constant c .

Universal Elimination effectively generalizes Conjunction Elimination.

Note that the wff on each line of a Fitch proof is always a sentence.



Existential Introduction

n ϕ(c)
...

I ∃vϕ(v) ∃ Intro: n

where ϕ(c) is the sentence obtained from the wff ϕ(v) by replacing each
free occurrence of v with some arbitrary constant c (there might be
other occurrences of c in ϕ(v)).

Existential Introduction effectively generalizes Disjunction Introduction.



The following uses of Existential Introduction are all fine:

n Aa ∧ Ba
...

m1 ∃x(Ax ∧ Bx) ∃ Intro: n

m2 ∃x(Aa ∧ Bx) ∃ Intro: n

m3 ∃x(Ax ∧ Ba) ∃ Intro: n

The following use of Existential Introduction is not:

n Aa ∧ Bb
...

m1 ∃x(Ax ∧ Bx) ∃ Intro: n



1 ∀xAx Premise

2 Ab ∀ Elim: 1

3 ∃xAx ∃ Intro: 2



1 Aa ⊃ Bb Premise

2 Aa Assumption

3 Bb ⊃ Elim: 2,1

4 ∃xBx ∃ Intro: 3

5 Aa ⊃ ∃xBx ⊃ Intro: 2-4



1 ∀x(Ax ⊃ Bx) Premise

2 Aa Premise

3 Aa ⊃ Ba ∀ Elim: 1

4 Ba ⊃ Elim: 3,2

5 ¬Ba Assumption

6 ⊥ ⊥ Intro: 4,5

7 Ca ⊥ Elim: 6

8 ¬Ba ⊃ Ca ⊃ Intro: 5-7

9 ∃x(¬Bx ⊃ Cx) ∃ Intro: 8



N. B. If you are trying to prove an existential sentence, sometimes
Existential Introduction will do the trick. But often you must assume the
negation of the existential sentence and use Negation Introduction.

N. B. The simple quantifier rules are not unconditionally valid in English
since ‘constant’ symbols in English needn’t refer to an individual in the
domain of discourse. If Pegasus does not exist, is it the case that there is
something that does not exist?
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Let us now turn to the remaining two quantifier rules: Universal
Introduction and Existential Elimination.

These harder rules involve subproofs.

These proof rules also involve boxed constants.



The introduction rule for the universal quantifier captures another
informal proof method: general conditional proof.

Let us say that you want to establish that a particular universal claim
holds, say, ‘All detectives are logical’. One way to do this is to consider
some arbitrary detective and show that this detective is logical.

Why does this establish the universal claim? Because since the detective
you considered was arbitrary, showing that she is logical amounts to
showing that every detective is logical.



General conditional proof is formalized with this rule of inference in Fitch:

General Conditional Proof

n c ϕ(c)
...

m ψ(c)

I ∀v(ϕ(v) ⊃ ψ(v)) ∀ Intro: n-m

Line n is the ‘flagging’ step. Restriction: You must use a fresh constant
that has not appeared previously in the proof. Why? Because c stands
for an arbitrary individual satisfying ϕ(v).

Read c ϕ(c) as: Let c denote an arbitrary individual satisfying ϕ(v).



∀ Intro also has this alternative form:

Universal Introduction

n c
...

m ϕ(c)

I ∀vϕ(v) ∀ Intro: n-m

Read c as: Let c denote an arbitrary individual.

Note that we do not really need both of the ∀ Intro rules. Barwise and
Etchemendy include both rules in their Fitch system because they think
that General Conditional Proof is more natural but Universal Introduction
is more popular.



To see why we need to use fresh constants, consider the following proof:

1 Aa Premise

2 ∀xBx Premise

3 a

4 Ba ∀ Elim: 2

5 Aa ∧ Ba ∧ Intro: 1,4

6 ∀x(Ax ∧ Bx) ∀ Intro: 3-5

‘∀x(Ax ∧ Bx)’ does not follow from the premises ‘Aa’ and ‘∀xBx ’.



1 ∀x(Ax ⊃ Bx) Premise

2 ∀x(Bx ⊃ Cx) Premise

3 a Aa

4 Aa ⊃ Ba ∀ Elim: 1

5 Ba ⊃ Ca ∀ Elim: 2

6 Ba ⊃ Elim: 4,3

7 Ca ⊃ Elim: 5,6

8 ∀x(Ax ⊃ Cx) ∀ Intro: 3-7



1 ∀xAx Premise

2 a

3 Aa ∀ Elim: 1

4 ∀yAy ∀ Intro: 2-3



1 ∀x(Ax ∧ Bx) Premise

2 a

3 Aa ∧ Ba ∀ Elim: 1

4 Aa ∧ Elim: 3

5 ∀xAx ∀ Intro: 2-4

6 b

7 Ab ∧ Bb ∀ Elim: 1

8 Bb ∧ Elim: 7

9 ∀xBx ∀ Intro: 6-8

10 ∀xAx ∧ ∀xBx ∧ Intro: 5,9



1 Aa ∨ ∀xBx Premise

2 Aa Assumption

3 b

4 Aa ∨ Bb ∨ Intro: 2

5 ∀x(Aa ∨ Bx) ∀ Intro: 3-4

6 ∀xBx Assumption

7 c

8 Bc ∀ Elim: 6

9 Aa ∨ Bc ∨ Intro: 8

10 ∀x(Aa ∨ Bx) ∀ Intro: 7-9

11 ∀x(Aa ∨ Bx) ∨ Elim: 1,2-5,6-10



The remaining rule is the elimination rule for the existential quantifier. It
captures another informal proof method: existential instantiation.

Let us say that you know that some individual has some property. You
can temporarily name this individual (using a new name) and reason
about it. By doing so, you can infer other things about some individual.

For example, there is a killer on the loose who has killed Madame A.
Detectives at Scotland Yard dub him ‘Jack the Ripper’ and infer that
Jack must have also killed Madame B. They can then conclude that
someone killed both Madame A and Madame B.



Existential instantiation is formalized with this rule of inference in Fitch:

Existential Elimination

n ∃vϕ(v)
...

m c ϕ(c)
...

l ψ

I ψ ∃ Elim: n,m-l

where the sentence ψ appearing on line l cannot contain c .

Restriction: You must use a fresh constant in the flagging step.



To see why we need to use fresh constants, consider the following proof:

1 ∃xAx Premise

2 Ba Premise

3 a Aa

4 Aa ∧ Ba ∧ Intro: 2,3

5 ∃x(Ax ∧ Bx) ∃ Intro: 4

6 ∃x(Ax ∧ Bx) ∃ Elim: 1,3-5

‘∃x(Ax ∧ Bx)’ does not follow from the premises ‘∃xAx ’ and ‘Ba’.



1 ∀x(Ax ⊃ Bx) Premise

2 ∀x(Bx ⊃ Cx) Premise

3 ∃xAx Premise

4 a Aa

5 Aa ⊃ Ba ∀ Elim: 1

6 Ba ⊃ Ca ∀ Elim: 2

7 Ba ⊃ Elim: 5,4

8 Ca ⊃ Elim: 6,7

9 ∃xCx ∃ Intro: 8

10 ∃xCx ∃ Elim: 3,4-9



1 ∃x(Aa ∧ Bx) Premise

2 b Aa ∧ Bb

3 Aa ∧ Elim: 2

4 Bb ∧ Elim: 2

5 ∃xBx ∃ Intro: 5

6 Aa ∧ ∃xBx ∧ Intro: 3,5

7 Aa ∧ ∃xBx ∃ Elim: 1,2-6



Recall DeMorgan’s Laws in sentential logic:

DeM’s First Law (DeM1): ¬(ϕ ∨ ψ)⇔T ¬ϕ ∧ ¬ψ.

DeM’s Second Law (DeM2): ¬(ϕ ∧ ψ)⇔T ¬ϕ ∨ ¬ψ.

There are analogous laws in predicate logic:

DeM’s First Quantifier Law (DeMQ1): ¬∃vϕ(v)⇔P ∀v¬ϕ(v)

DeM’s Second Quantifier Law (DeMQ2): ¬∀vϕ(v)⇔P ∃v¬ϕ(v)

where ⇔P is equivalence in predicate logic.

[see Barwise and Etchemendy 10.3]

Let us close by proving an instance of DeMQ1.



1 ¬∃xAx Premise

2 a

3 Aa Assumption

4 ∃xAx ∃ Intro: 3

5 ⊥ ⊥ Intro: 1,4

6 ¬Aa ¬ Intro: 3-5

7 ∀x¬Ax ∀ Intro: 2-6



1 ∀x¬Ax Premise

2 ∃xAx Assumption

3 a Aa

4 ¬Aa ∀ Elim: 1

5 ⊥ ⊥ Intro: 3,4

6 ⊥ ∃ Elim: 2,3-5

7 ¬∃xAx ¬ Intro: 2-6
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As we have seen, predicate logic improves on sentential logic.

Some logically valid arguments that are tautologically invalid are
PRED-valid.

But we are still not done. Many logically valid arguments are still
PRED-invalid.

Example:

(1) Superman is Clark Kent. Superman can leap tall buildings in a single
bound. Therefore, Clark Kent can leap tall buildings in a single
bound.

Unsatisfying translation of (1): Cs, Ls ∴ Lc [s: Superman, c : Clark
Kent, C : is identical with Clark Kent, L: can leap tall buildings in a
single bound].

Can we do better?



Time to get even more sophisticated.

Let us now turn to our most fine-grained language: the language of
first-order logic LFOL.



Def 3.1.1. The lexicon of LFOL consists of the following symbols:

• Constant symbols ‘a’, ‘b’, ‘c ’, ...

• n-place predicate symbols ‘P’, ‘Q’, ‘R’, ...

• Identity relation ‘=’

• Variables ‘x ’, ‘y ’, ‘z ’, ...

• Sentential constants ‘¬’, ‘∧’, ‘∨’, ‘⊃’, and ‘≡’

• Quantifier symbols ‘∀’ and ‘∃’

• Parentheses ‘(’ and ‘)’

Def 3.1.2. The constant symbols and variables are the terms of LFOL.

Some first-order languages also have function symbols that allow us to
form more complex terms. But we will not discuss function symbols in
this course.



Def 3.1.3. The generative grammar of LFOL consists of these rules:

(i) An n-place predicate followed by n terms t1,...,tn is a wff.

(ii) t1 a ‘=’ a t2 is a wff.

(iii) If ϕ is a wff, then ‘¬’ a ϕ is a wff.

(iv) If ϕ and ψ are wffs, then ‘(’ a ϕ a ‘∧’ a ψ a ‘)’ is a wff.

(v) If ϕ and ψ are wffs, then ‘(’ a ϕ a ‘∨’ a ψ a ‘)’ is a wff.

(vi) If ϕ and ψ are wffs, then ‘(’ a ϕ a ‘⊃’ a ψ a ‘)’ is a wff.

(vii) If ϕ and ψ are wffs, then ‘(’ a ϕ a ‘≡’ a ψ a ‘)’ is a wff.

(viii) If ϕ is a wff, then ‘∀’ a v a ϕ is a wff.

(ix) If ϕ is a wff, then ‘∃’ a v a ϕ is a wff.

(x) Nothing else is a wff.

Def 3.1.4. The wffs constructed with rules (i) and (ii) are atomic wffs.

Note that all wffs of LFOL are built up from the atomic wffs.



Is ‘∀x∀y(Axy ⊃ x = y)’ a wff? Yes.

• By rule (i), ‘Axy ’ is a wff.

• By rule (ii), ‘x = y ’ is a wff.

• By rule (vi), ‘(Axy ⊃ x = y)’ is a wff.

• By rule (viii), ‘∀x∀y(Axy ⊃ x = y)’ is a wff.



Is ‘∀xAx = ∃xBx ’ a wff? No.

• By rule (x), ‘∀xAx = ∃xBx ’ is not a wff.



Is ‘(∃xAxyz ∧ ∃x∃y∃zBx)’ a wff? Yes.

• By rule (i), ‘Axyz ’ and ‘Bx ’ are wffs.

• By rule (ix), ‘∃xAxyz ’ and ‘∃x∃y∃zBx ’ are wffs.

• By rule (iv), ‘(∃xAxyz ∧ ∃x∃y∃zBx)’ is a wff.



LFOL allows us to capture more of the logical form of English expressions.

(2) Superman is stronger than Batman.

Translation of (2): Ssb [s: Superman, b: Batman, Sxy : x is stronger
than y ].

Note that we are now using variables in our dictionary to keep track of
argument order.

(3) Clark Kent is either Superman or Batman.

Translation of (3): c = s ∨ c = b [c : Clark Kent, s: Superman,
b: Batman].

(4) No-one is crueler than Joker.

Translation of (4): ¬∃xCxj [j : Joker, Cxy : x is crueler than y ].



(5) Every law-abiding resident of Gotham is protected by Batman.

Translation of (5): ∀x((Lx ∧ Rxg) ⊃ Pbx) [g : Gotham, b: Batman,
Lx : x is law-abiding, Rxy : x is a resident of y , Pxy : x protects y ].

(6) Some people respect Professor Xavier more than Magneto and some
respect Magneto more than Professor Xavier.

Translation of (6): ∃xRxpm ∧ ∃yRymp [p: Professor Xavier,
m: Magneto, Rxyz : x respects y more than z ].

(7) Every member of the X-men admires at least one member of the
Fantastic Four.

Translation of (7): ∀x(Xx ⊃ ∃y(Fy ∧ Axy)) [Xx : x is a member of the
X-men, Fx : x is a member of the Fantastic Four, Axy : x admires y ].



(8) No hero that is weaker than Superman has defeated a villain more
cunning than Lex Luthor.

Let us translate this one in steps.

[see Barwise and Etchemendy 11.3]

Partial translation of (8): ∀x((Hx ∧Wxs) ⊃
¬(x has defeated a villain more cunning than Lex Luthor))
[s: Superman, Hx : x is a hero, Wxy : x is weaker than y ].

Full translation of (8): ∀x((Hx ∧Wxs) ⊃ ¬∃y(Vy ∧ Cyl ∧ Dxy))
[s: Superman, l : Lex Luthor, Hx : x is a hero, Vx : x is a villain,
Wxy : x is weaker than y , Cxy : x is more cunning than y , Dxy : x has
defeated y ].



It is often useful to paraphrase English sentences before translating them
into LFOL.

[see Barwise and Etchemendy 11.4]

(9) If a mutant attacks Wolverine, then this mutant is brave.

Incorrect translation of (9): ∃x(Mx ∧ Axw) ⊃ Bx [w : Wolverine,
Mx : x is a mutant, Bx : x is brave, Axy : x attacks y ].

This is not even a sentence of LFOL.

Paraphrase of (9):

(10) Every mutant that attacks Wolverine is brave.

Correct translation of (9) and (10): ∀x((Mx ∧ Axw) ⊃ Bx)
[w : Wolverine, Mx : x is a mutant, Bx : x is brave, Axy : x attacks y ].



Finally, let us return to our original argument and translate it into LFOL.

(1) Superman is Clark Kent. Superman can leap tall buildings in a single
bound. Therefore, Clark Kent can leap tall buildings in a single
bound.

Translation of (1): s = c , Ls ∴ Lc [s: Superman, c : Clark Kent,
Lx : x can leap tall buildings in a single bound].

Now that we have more logical structure to work with, let us try to give a
semantics for LFOL that validates this argument.
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Recall that there are two new elements in LFOL.

First, we have n-place predicates.

Second, the identity sign ‘=’ is treated as a logical constant.

To give a semantics for first-order logic, we can amend the semantics for
predicate logic to handle these changes.



Recall that our models for predicate logic consist of two ingredients:

• A domain D of individuals

• An interpretation function I that maps each constant symbol in
LPRED to an object in D and each predicate symbol in LPRED to a
set of objects in D

Our models for first-order logic will also consist of a domain D and an
interpretation function I. But I must now interpret n-place predicates.

What is the basic information that we need to determine the truth or
falsity of sentences containing 2-place predicates? 3-place predicates?
4-place predicates?



Consider the sentence ‘Romeo loves Juliet’.

Aside from the information that ‘Romeo’ and ‘Juliet’ refer to Romeo and
Juliet respectively, what information do we need to determine the truth
value of this sentence?

Answer: The set of all pairs 〈x , y〉 where x loves y .

If 〈Romeo, Juliet〉 is in this set, then ‘Romeo loves Juliet’ is true.



Consider the sentence ‘Florence is between Milan and Rome’.

Aside from the information that ‘Florence’, ‘Milan’, and ‘Rome’ refer to
Florence, Milan, and Rome respectively, what information do we need to
determine the truth value of this sentence?

Answer: The set of all triples 〈x , y , z〉 where x is between y and z .

If 〈Florence,Milan,Rome〉 is in this set, then ‘Florence is between Milan
and Rome’ is true.



Def 3.2.1. A modelM = 〈D, I〉 for LFOL consists of two ingredients:

• A domain D of individuals

• An interpretation function I that maps each constant symbol in
LFOL to an object in D and each n-place predicate symbol in LFOL

to a set of n-tuples of objects in D

Note that ‘=’ is not interpreted by I. Since the identity symbol is treated
as a logical constant, its meaning does not vary from model to model.



Example:

Language of Love:

• Constants: ‘r ’, ‘j ’, ‘a’, ‘b’, ‘v ’

• Predicates: ‘I ’ (read: ‘is Italian’), ‘L’ (read: ‘loves’)



A model M = 〈D, I〉 for this language:

• D = {Romeo, Juliet,Mario,Archie,Betty,Veronica}

• I(‘r ’) = Romeo

• I(‘j ’) = Juliet

• I(‘a’) = Archie

• I(‘b’) = Betty

• I(‘v ’) = Veronica

• I(‘I ’) = {Romeo, Juliet,Mario}

• I(‘L’) = {〈Romeo, Juliet〉, 〈Juliet,Romeo〉, 〈Mario, Juliet〉,
〈Archie,Veronica〉, 〈Betty,Archie〉, 〈Veronica,Veronica〉}

Note that Mario is unnamed.



M

Romeo

Juliet

Mario

Archie

Betty

Veronica

r

j

a

b

v

I L



This is enough information to determine the truth value of each sentence
in the Language of Love.

Def 3.2.2. Truth in a modelM is defined as follows:

(i) Pc1...cn is true in M iff 〈I(c1), ..., I(cn)〉 is a member of I(P).

(ii) c1 = c2 is true in M iff I(c1) = I(c2).

(iii) ¬ϕ is true in M iff ϕ is false in M.

(iv) ϕ ∧ ψ is true in M iff both ϕ and ψ are true in M.

(v) ϕ ∨ ψ is true in M iff either ϕ or ψ is true in M.

(vi) ϕ ⊃ ψ is true in M iff either ϕ is false or ψ is true in M.

(vii) ϕ ≡ ψ is true in M iff ϕ and ψ have the same truth value in M.

(viii) ∀vϕ(v) is true in M iff every object in the domain satisfies ϕ(v).

(ix) ∃vϕ(v) is true in M iff some object in the domain satisfies ϕ(v).



M

Romeo

Juliet

Mario

Archie

Betty

Veronica

Is ‘∀x(Lbx ⊃ x = a)’ true or false in M? True.

‘Lbj ⊃ j = a’ is true, so Juliet satisfies ‘Lbx ⊃ x = a’.

‘Lbr ⊃ r = a’ is true, so Romeo satisfies ‘Lbx ⊃ x = a’.

‘Lbn1 ⊃ n1 = a’ is true, so Mario satisfies ‘Lbx ⊃ x = a’.



M

Romeo

Juliet

Mario

Archie

Betty

Veronica

Is ‘∀x(Lbx ⊃ x = a)’ true or false in M? True.

‘Lba ⊃ a = a’ is true, so Archie satisfies ‘Lbx ⊃ x = a’.

‘Lbb ⊃ b = a’ is true, so Betty satisfies ‘Lbx ⊃ x = a’.

‘Lbv ⊃ v = a’ is true, so Veronica satisfies ‘Lbx ⊃ x = a’.



M

Romeo

Juliet

Mario

Archie

Betty

Veronica

Is ‘∀x(Lbx ⊃ x = a)’ true or false in M? True.

Every object in D satisfies ‘Lbx ⊃ x = a’.

By Def 3.2.2 (viii), ‘∀x(Lbx ⊃ x = a)’ is true.



M

Romeo

Juliet

Mario

Archie

Betty

Veronica

Is ‘∃xLxx ’ true or false in M? True.

‘Lvv ’ is true, so Veronica satisfies ‘Lxx ’.

By Def 3.2.2 (ix), ‘∃xLxx ’ is true.



M

Romeo

Juliet

Mario

Archie

Betty

Veronica

Is ‘∀x∀y(Lxy ≡ Lyx)’ true or false in M? False.

‘Lba ≡ Lab’ is false, so Archie does not satisfy ‘Lby ≡ Lyb’.

Betty does not satisfy ‘∀y(Lxy ≡ Lyx)’.

By Def 3.2.2 (viii), ‘∀x∀y(Lxy ≡ Lyx)’ is false.



M

Romeo

Juliet

Mario

Archie

Betty

Veronica

Is ‘∀x∃yLxy ’ true or false in M? True.



M

Romeo

Juliet

Mario

Archie

Betty

Veronica

Is ‘∃x∀yLxy ’ true or false in M? False.



As before, we can define formal logical notions in terms of truth in a
model.

Def 3.2.3. A sentence ϕ of LFOL is a FO-Necessity just in case ϕ is true
in all models for LFOL.

Def 3.2.4. A sentence ϕ of LFOL is a FO-Impossibility just in case ϕ is
true in no models for LFOL.

Def 3.2.5. The argument from ϕ1, ..., ϕn to ψ in LFOL is FO-valid just in
case there is no model M for LFOL where each of the premises ϕ1, ..., ϕn

are true in M but the conclusion ψ is false in M.

These logical notions improve on the earlier ones from predicate logic.



Let us return to our argument that motivated the move to LFOL.

(1) Superman is Clark Kent. Superman can leap tall buildings in a single
bound. Therefore, Clark Kent can leap tall buildings in a single
bound.

s = c , Ls ∴ Lc.

This argument is FO-valid.

Why? Consider some model M = 〈D, I〉 for LFOL and assume that
‘s = c ’ and ‘Ls’ are both true in M.

Since ‘s = c ’ is true in M, I(‘s’) = I(‘c ’).

Since ‘Ls’ is true in M, I(‘s’) is a member of I(‘L’).

Putting these pieces together, I(‘c ’) is a member of I(‘L’).

That is, ‘Lc’ is true in M.

But M was arbitrary; we have not appealed to its distinctive features.

So the argument (1) preserves truth in all models for LFOL.



Proving that arguments are FO-valid using the semantics can be tricky.

To prove that an argument is FO-invalid, we must find only a single
counter-model.



(2) Archie loves someone. Betty loves someone. Therefore, either
Archie loves Betty or Betty loves Archie.

Translation of (2): ∃xLax , ∃xLbx ∴ Lab ∨ Lba.

Counter-model M:

D = {Archie,Betty}

I(‘a’) = Archie

I(‘b’) = Betty

I(‘L’) = {〈Archie,Archie〉, 〈Betty,Betty〉}

The premises ‘∃xLax ’ and ‘∃xLbx ’ are true in M but the conclusion
‘Lab ∨ Lba’ is false in M, so this argument is FO-invalid.



(3) Some Italian loves someone. Therefore, some Italian is loved by
someone.

Translation of (3): ∃x(Ix ∧ ∃yLxy) ∴ ∃x(Ix ∧ ∃yLyx).

Counter-model M:

D = {Romeo,Veronica}

I(‘I ’) = {Romeo}

I(‘L’) = {〈Romeo,Veronica〉}

The premise ‘∃x(Ix ∧ ∃yLxy)’ is true in M but the conclusion
‘∃x(Ix ∧ ∃yLyx)’ is false in M, so this argument is FO-invalid.



(4) Some Italian is loved by someone. Therefore, some Italian loves
someone.

Translation of (4): ∃x(Ix ∧ ∃yLyx) ∴ ∃x(Ix ∧ ∃yLxy).

Counter-model M:

D = {Romeo,Veronica}

I(‘I ’) = {Romeo}

I(‘L’) = {〈Veronica,Romeo〉}

The premise ‘∃x(Ix ∧ ∃yLyx)’ is true in M but the conclusion
‘∃x(Ix ∧ ∃yLxy)’ is false in M, so this argument is FO-invalid.
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As we have seen, the quantifier symbols ‘∀’ and ‘∃’ can be used to
translate statements about everything, something, and nothing.

Now that we have the identity symbol ‘=’ in our language, we can also
translate sharper numerical claims.

[see Barwise and Etchemendy 14.1]



(1) There are at least two dwarves.

Translation of (1): ∃x∃y(Dx ∧ Dy ∧ x 6= y) [Dx : x is a dwarf].

‘x 6= y ’ abbreviates ‘¬x = y ’.

Note that ‘∃x∃y(Dx ∧ Dy)’ is not a correct translation since distinct
variables needn’t range over distinct individuals in D.

(2) There are at least three bears.

Translation of (2): ∃x∃y∃z(Bx ∧ By ∧ Bz ∧ x 6= y ∧ y 6= z ∧ x 6= z)
[Bx : x is a bear].



(3) There is at most one dwarf.

Translation of (3): ∀x∀y((Dx ∧ Dy) ⊃ x = y) [Dx : x is a dwarf].

(4) There are at most two bears.

Translation of (4):
∀x∀y∀z((Bx ∧ By ∧ Bz) ⊃ (x = y ∨ y = z ∨ x = z)) [Bx : x is a bear].



(5) There is exactly one dwarf.

Paraphrase of (5):

(6) There is at least one dwarf and at most one dwarf.

Translation of (5) and (6): ∃xDx ∧ ∀x∀y((Dx ∧ Dy) ⊃ x = y)
[Dx : x is a dwarf].

Shorter translation of (5) and (6): ∃x(Dx ∧ ∀y(Dy ⊃ x = y))
[Dx : x is a dwarf].



(7) There are exactly two bears.

Paraphrase of (7):

(8) There are at least two bears and at most two bears.

Translation of (7) and (8):
∃x∃y(Bx∧By∧x 6= y)∧∀x∀y∀z((Bx∧By∧Bz) ⊃ (x = y∨y = z∨x = z))
[Bx : x is a bear].

Shorter translation of (7) and (8):
∃x∃y(Bx ∧ By ∧ x 6= y ∧ ∀z(Bz ⊃ (y = z ∨ x = z))) [Bx : x is a bear].



‘∃≥n’ abbreviates the formalization of ‘There are at least n...’

‘∃≤n’ abbreviates the formalization of ‘There are at most n...’

‘∃!n’ abbreviates the formalization of ‘There are exactly n...’

Keep in mind that we are not adding new quantifier symbols to LFOL but
only abbreviating more complex expressions involving the old quantifier
symbols ‘∀’ and ‘∃’.

Note: ‘∃≥1’ ‘abbreviates’ ‘∃’.

Note: ‘∃!1’ is often shortened to ‘∃!’.



(9) Only one person is the fairest of them all.

Translation of (9): ∃!x∀y(x 6= y ⊃ Fxy) [Fxy : x is fairer than y ].

(10) At least six dwarves like Snow White.

Translation of (10): ∃≥6x(Dx ∧ Lxs) [s: Snow White, Dx : x is a dwarf,
Lxy : x likes y ].

(11) At most three bears have each scared at least three dwarves.

Translation of (11): ∃≤3x(Bx ∧ ∃≥3y(Dy ∧ Sxy)) [Bx : x is a bear,
Dx : x is a dwarf, Sxy : x scared y ].



In LFOL, we can also translate sentences involving the definite article
‘the’—at least on one popular way of understanding this determiner that
goes back to Bertrand Russell.

[see Barwise and Etchemendy 14.3]

(12) The princess ate an apple.

According to Russell, (12) can be analyzed as the conjunction of the
following three sentences:

(13) There is at least one princess.

(14) There is at most one princess.

(15) Anyone who is a princess ate an apple.

Translation of (12): ∃x(Px ∧ ∀y(Py ⊃ x = y) ∧ ∃z(Az ∧ Axz))
[Px : x is a princess, Ax : x is an apple, Axy : x ate y ].

Alternative translation of (12): ∃!xPx ∧ ∀y(Py ⊃ ∃z(Az ∧ Ayz))
[Px : x is a princess, Ax : x is an apple, Axy : x ate y ].

Note that if there is no princess, then (12) is false.



Barwise and Etchemendy suggest that the Russellian analysis can be
extended to ‘both’ and ‘neither’.

(16) Both dwarves like Snow White.

Paraphrase of (16):

(17) There are exactly two dwarves and anyone who is a dwarf likes
Snow White.

Translation of (16) and (17): ∃!2xDx ∧ ∀y(Dy ⊃ Lys)
[s: Snow White, Dx : x is a dwarf, Lxy : x likes y ].

(18) Neither dwarf likes Snow White.

Paraphrase of (18):

(19) There are exactly two dwarves and anyone who is a dwarf does not
like Snow White.

Translation of (18) and (19): ∃!2xDx ∧ ∀y(Dy ⊃ ¬Lys)
[s: Snow White, Dx : x is a dwarf, Lxy : x likes y ].
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Let us return to our Fitch proof system F .

Using our rules for the sentential constants and quantifiers, we can prove
things from premises involving n-place predicates.

To complete our proof system, we must also add introduction and
elimination rules for the identity symbol ‘=’.

Both rules are easy.



1 ∀x∀yLxy Premise

2 a

3 ∀yLay ∀ Elim: 1

4 Lab ∀ Elim: 3

5 ∃yLay ∃ Intro: 4

6 ∀x∃yLxy ∀ Intro: 2-5



1 ∃xLxa Premise

2 ∀x∀y(¬Lxy ∨Mxy) Premise

3 b Lba

4 ∀y(¬Lby ∨Mby) ∀ Elim: 2

5 ¬Lba ∨Mba ∀ Elim: 4

6 ¬Lba Assumption

7 ⊥ ⊥ Intro: 3,6

8 Mba ⊥ Elim: 7

9 Mba Assumption

10 Mba Reit: 9

11 Mba ∨ Elim: 5,6-8,9-10

12 ∃xMxa ∃ Intro: 11

13 ∃xMxa ∃ Elim: 1,3-12



Identity Introduction

I c = c = Intro

Given any constant c , we can introduce c = c inside a Fitch proof.



Identity Elimination

n ϕ(c1)
...

m c1 = c2 (or c2 = c1)
...

I ϕ(c2) = Elim: n,m

From a sentence ϕ(c1) in which c1 appears and the identity c1 = c2, you
can infer the sentence ϕ(c2) obtained from ϕ(c1) by replacing some of
the occurrences of c1 with c2.



1 a = b Premise

2 a = a = Intro

3 b = a = Elim: 2,1



1 Lab Premise

2 b = c Premise

3 c = d Premise

4 Lac = Elim: 1,2

5 Lad = Elim: 4,3



1 ∀x∀y((Ax ∧ Ay) ⊃ x = y) Premise

2 Aa Premise

3 Ab Premise

4 Ba Premise

5 ∀y((Aa ∧ Ay) ⊃ a = y) ∀ Elim: 1

6 (Aa ∧ Ab) ⊃ a = b ∀ Elim: 5

7 Aa ∧ Ab ∧ Intro: 2,3

8 a = b ⊃ Elim: 6,7

9 Bb = Elim: 4,8



1 a

2 b Aa ∧ ¬Ab

3 a = b Assumption

4 Aa ∧ Elim: 2

5 ¬Ab ∧ Elim: 2

6 Ab = Elim: 4,3

7 ⊥ ⊥ Intro: 5,6

8 a 6= b ¬ Intro: 3-7

9 ∀y((Aa ∧ ¬Ay) ⊃ a 6= y) ∀ Intro: 2-8

10 ∀x∀y((Ax ∧ ¬Ay) ⊃ x 6= y) ∀ Intro: 1-9
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• ¬∃x(Ax ∧ Bx) `F ∀x(Ax ⊃ ¬Bx)

• ∀x((Ax ∧Bx) ⊃ Cx), ∀y((By ∨ Cy) ⊃ Dy), ∃xAx ∧ ∃xBx `F ∃zDz

• ∃x∃yLxy , ∀x∀y(Lxy ≡ Lyx), ∀x∀y∀z((Lxy ∧ Lyz) ⊃ Lxz) `F ∃xLxx

• ∃x∀y(Ax ≡ y = x) `F ∃xAx



1 ¬∃x(Ax ∧ Bx) Premise

2 a Aa

3 Ba Assumption

4 Aa ∧ Ba ∧ Intro: 2,3

5 ∃x(Ax ∧ Bx) ∃ Intro: 4

6 ⊥ ⊥ Intro: 1,5

7 ¬Ba ¬ Intro: 3-6

8 ∀x(Ax ⊃ ¬Bx) ∀ Intro: 2-7



1 ∀x((Ax ∧ Bx) ⊃ Cx) Premise

2 ∀y((By ∨ Cy) ⊃ Dy) Premise

3 ∃xAx ∧ ∃xBx Premise

4 ∃xBx ∧ Elim: 3

5 a Ba

6 Ba ∨ Ca ∨ Intro: 5

7 (Ba ∨ Ca) ⊃ Da ∀ Elim: 2

8 Da ⊃ Elim: 7,6

9 ∃zDz ∃ Intro: 8

10 ∃zDz ∃ Elim: 4,5-9



1 ∃x∃yLxy Premise

2 ∀x∀y(Lxy ≡ Lyx) Premise

3 ∀x∀y∀z((Lxy ∧ Lyz) ⊃ Lxz) Premise

4 a ∃yLay

5 b Lab

6 Lab ≡ Lba ∀ Elim: 2 [condensed]

7 Lba ≡ Elim: 6,5

8 (Lab ∧ Lba) ⊃ Laa ∀ Elim: 3 [condensed]

9 Lab ∧ Lba ∧ Intro: 5,7

10 Laa ⊃ Elim: 8,9

11 ∃xLxx ∃ Intro: 10

12 ∃xLxx ∃ Elim: 4,5-11

13 ∃xLxx ∃ Elim: 1,4-12



1 ∃x∀y(Ax ≡ y = x) Premise

2 a ∀y(Aa ≡ y = a)

3 Aa ≡ a = a ∀ Elim: 2

4 a = a = Intro

5 Aa ≡ Elim: 3,4

6 ∃xAx ∃ Intro: 5

7 ∃xAx ∃ Elim: 1,2-6


